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Abstract

Sparsity is an appealing concept that has served to develop an elegant theory
along with a rich collection of tractable algorithms to recover a sparse vector as the
unique/stable solution of an underdetermined system of linear equations. This opened
opportunities in many signal processing applications where sparsity of the signal is a
reasonable assumption.
The main objective of this thesis is to develop novel approaches and practical
algorithms for sparse recovery with application in quantized compressed sensing (CS)
and spectrum sensing (SS) for cognitive radio (CR).
CS is a data acquisition paradigm, that aims to relax the sampling bottleneck
by merging sampling and compression. It resorts to sub-Nyquist-rate random linear
measurements to capture the useful information in the signal. In the first part of this
thesis, we develop novel CS-based approaches and algorithms where measurement
quantization is taken into account. We propose a first approach, as an extension
to standard convex-optimization based, and greedy based methods, where a twocomponent noise model is integrated to properly model the quantization and the saturation errors arising from scalar quantization. The second approach, based on the
Graduated-Non-Convexity methodology, invokes advanced optimization-techniques,
requires a great care for effective implementation, and provides substantial performance gain.
In the second part of this thesis, we focus on the problem of SS for CR applications. CR emerges as a solution to the poor usage of the licensed radio spectrum, by
opening it up for dynamic spectrum access. To protect licensed users (also known
as primary users), identifying available spectrum is a critical issue and is subject to
strict requirements. One of these requirement is to reduce the sensing time, and
particularly, the number of samples required for reliable free band detection. In this
thesis, we benefit from the inherent hidden sparsity of the primary signal in different
domains to propose efficient detection methods based on a limited number of observations. Furthermore, sparsity is a general structural information that potentially
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excludes the need for additional prior knowledge that could not be available. Based
on the concept of joint sparsity, we resort to the construction of multiple measurement
vectors that share a common sparsity pattern to improve the detection reliability. The
first proposed method exploits the angular sparsity of the primary signal to estimate
the energy received from different directions-of-arrival and to decide on the presence
of one or more licensed users. The second method is an autocorrelation test that
capitalizes on the sparsity of the second-order cyclic features of the received signal
in the cyclic frequency domain. Indeed, the primary signal exhibits a cyclostationarity induced by its symbol period, and the noise is assumed to be stationary and
white. The autocorrelation of the received signal at non-trivial time lags, is detected
by considering the position of the most significant peak of the cyclic autocorrelation
function, computed via a standard greedy algorithm for sparse recovery. As the noise
does not exhibit autocorrelation for non-trivial lag-time, the proposed method alleviates the noise uncertainty problem encountered by the energy detector, while still
maintaining low-complexity.

Résumé

La parcimonie est une proprité attrayante qui a permis de développer une théorie
élégante et une riche collection d’algorithmes pratiques de reconstruction d’un vecteur
parcimonieux comme la solution unique/stable d’un système d’équations linéaires
indéterminé. Ceci a présenté des opportunités dans diverses applications de traitement du signal, où la parcimonie du signal est une hypothèse raisonnable. L’objectif
principal de cette thèse est de proposer de nouvelles approches et de développer
de nouveaux algorithmes pour une reconstruction parcimonieuse fiable dans deux
domaines d’applications, à savoir l’acquisition comprimée (AC) et la détection des
bandes de fréquence libre pour la radio cognitive (RC).
L’AC est un paradigme d’acquisition de données, qui vise à fusionner les étapes
d’échantillonnage et de compression en ayant recours à des mesures linéaires et
aléatoires relevées à un taux d’échantillonnage sous-Nyquist, pour capturer l’information utile dans le signal. Dans cette thèse, nous développons des approches et des algorithmes de reconstruction sparse d’un signal mesuré par AC, où la quantification des
mesures est prise en considération. Nous proposons une première approche qui intègre
un modèle de bruit à deux composantes pour modéliser correctement les erreurs de
quantification de saturation résultant de la quantification scalaire. Ensuite, nous proposons l’extension d’une méthode d’optimisation convexe et d’une méthode gloutonne
pour la reconstruction. La deuxième approche est basée sur la méthodologie de la nonconvexité-graduelle, et invoque des techniques d’optimisation avancées, nécessitant un
soin particulier pour la mise en œuvre et offrant un gain de performance substantiel
par rapport aux méthodes de l’état-de-l’art. Dans la deuxième partie de cette thèse,
nous nous intéressons au problème de détection des fréquences libres pour l’accès
dynamique au spectre dans les systèmes RC. L’identification des bandes libres doit
se faire d’une manière agile afin de protéger les utilisateurs primaires. Pour ce faire,
le temps de détection et, en particulier, le nombre d’échantillons requis pour une
détection fiable des bandes de frquences libres, doivent être réduits. Dans cette thèse,
la parcimonie inhérente au signal primaire dans différents domaines de représentation
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est exploitée, pour proposer des méthodes de détection fiables à partir d’un nombre
limité d’observations. Par ailleurs, la parcimonie est une information structurelle
générale qui évite le recours à d’autres connaissances a priori potentiellement non
disponibles. En se basant sur le modèle de parcimonie conjointe, nous procédons à
la construction de plusieurs vecteurs de mesure partagant le même profil de parcimonie pour améliorer la fiabilité de la détection. La première méthode proposée
exploite la parcimonie potentielle du signal primaire dans l’espace angulaire pour
estimer l’énergie reçue à partir de différentes directions d’arrivée et décider de la
présence d’un ou plusieurs utilisateurs primaires. La deuxième méthode est un test
d’autocorrélation qui capitalise sur la parcimonie des caractéristiques cycliques du second ordre du signal reçu dans le domaine des fréquences cycliques. En effet, le signal
primaire présente une cyclostationarité induite par son débit symbol, et le bruit est
supposé stationnaire et blanc. L’autocorrélation du signal reçu, à des décalages temporels non-nuls, est détectée en considérant la position du pic le plus significatif de la
fonction d’autocorrélation cyclique calculée via un algorithme glouton standard pour
la reconstruction parcimonieuse. Comme le bruit ne présente pas d’autocorrélation
pour un décalage non trivial, la méthode proposée atténue le problème d’incertitude
au bruit rencontré par le détecteur d’énergie tout en assurant une complexité réduite.
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Chapter 1

General Introduction

1.1

Context and Motivations

Extracting useful information from typically redundant data has been recognized as
a major challenge for different application domains. With the exceptionally large
volumes of data generated by modern communication and signal processing systems,
data capture is prone to technical barriers, its storage and analysis can rapidly scale
beyond the storage and computation capacities, and its transmission runs up against
the bandwidth limitations. In this context, dimensionality reduction techniques,
allow the discovery of meaningful low-dimensional structures hidden in the highdimensional data. However, classical dimensionality reduction techniques, such as
principal component analysis, involve a data-dependent transformation and are computationally expensive. By contrast, popular harmonic analysis constructions, such as
the Fourier transform and the wavelet-transform, provide very interesting modelling
properties for the purpose of dimensionality reduction with the advantage of being
data-independent. Precisely, most natural and man-made signals exhibit sparsity in
specific transform domains, i.e., many values of the transformed signals are essentially
zeros and could be ignored. For instance, wideband signals and piecewise smooth signals (e.g. an image) admit concise representations in the frequency basis, and in the
wavelet basis, respectively. More recently, more significant compression gains were
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obtained when using overcomplete representations [1], [2]. Particularly, random projections (RP) have emerged as a powerful tool for dimensionality reduction [3]. The
theoretical motivation behind the wide use of RP in applications involving classification and clustering, is the Johnson-Lindenstrauss lemma (JLL), which provides
high-probability geometry preservation guarantees for the projected data [4]. While
no sparsity assumption is invoked in the JLL, the lemma inspired a similar property
related to random matrices and sparse signals, namely, the restricted isometry property (RIP) [5]. More precisely, a number of random matrix constructions behave like
approximate isometries on sparse vectors. This constitutes the key foundation for the
emergence of compressed sensing (CS). CS relax the acquisition burden, by simultaneously compress and acquire sparse signals using a random linear measurement
process. Much less restrictive than Nyquist-Shannon sampling theory, CS guarantees stable reconstruction from few non-adaptive, noisy, and linear measurements,
via tractable algorithmic approaches [6], [7], [8].
The mathematical framework behind the theory of sparse approximation and
CS is to find approximately sparse solutions to underdetermined systems of linear
equations (USLE). A major breakthrough that dates back to the late 1990s, was to
prove theoretically that sparsity is a powerful property that could ensure uniqueness
of the solution, under mild conditions on the linear map associated to the USLE.
Specifically, exact sparse recovery is possible using convex optimization via `1 -norm
minimization [9], [10], [11], as well as simple greedy algorithmic approaches [12].
Non-convex optimization has also attracted a lot of attention, thanks to its performance gain, especially in reducing the number of equations required for reliable
recovery [13], [14]. Since a sparse approximation problem is typically large-scale and
involves a non-smooth and potentially non-convex model, the practical implementation of optimization-based reconstruction is challenging, and has triggered a lot of
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research interest, [15], [16], [17].
A major part of the work presented in this thesis is centered around the practical
physical implementation of CS as a signal acquisition paradigm. Indeed, the basic
formulation of CS deals with discrete-time real-valued measurements, which already
requires sophisticated mathematical tools to provide reconstruction guarantees and
tractable recovery approaches. However, in practical systems, numerical data needs
to be represented using binary words of finite length, i.e, the amplitude of real-valued
measurements is discretized. The distortion introduced by the unavoidable quantization step, needs to be properly modeled and integrated in the CS framework. The
topic of Quantized Compressed Sensing (QCS) has gained a lot of research interest,
with the early works focussing on one bit CS [18], [19]. To investigate the impact
of multi-bit quantization, the literature has focused on scalar quantizers and convex
reconstruction approaches, with the saturation phenomenon often ignored [20], [21].
In this thesis we restrict ourselves CS with to scalar quantization, with the objective
being to provide practical reconstruction schemes that outperform state-of-the-art
methods. In this context, we take a great care for the practical implementation of
the developed methods.
The sparse representation theory, along with its rich collection of reconstruction
methods, also motivate its use in a wide range of modern applications, where the
problems at hand could be casted to a sparse approximation problem [22], [23]. Indeed, a sparsity aware approach would require fewer observations and would probably
result in faster-converging methods. In this thesis, we are interested in developing
sparsity-aware approaches to solve the problem of Spectrum Sensing (SS) in Cognitive Radio (CR) applications. CR is primarily concerned with the enhancement of
spectral efficiency through opportunistic usage of temporarily free frequency bands,
by unlicensed users (also known as Secondary Users (SUs)). These smart users are
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required to autonomously and quickly detect vacant bands. The number of observations is a critical trade-off parameter that impacts the sensing duration and its
reliability. In this thesis, we are interested in how the sparsity of the primary signal,
potentially occupying a band of interest, could be exploited to detect its presence,
using a limited number of observations.

1.2

Research Contributions and Publications

The main focus of the research work leading to this thesis is to develop reliable
sparsity-aware methods and algorithms for application in QCS and SS. The preliminary contributions of this thesis consists of:
• An attempt to clear the confusion often encountered in the literature, where
sparse approximation and CS are used interchangeably. Indeed, while the two
applications share the same mathematical formulation in terms of solving an
USLE with a sparsity prior, they essentially differ in the physical interpretation and the construction of the underlying linear map, which invokes different
mathematical tools for analysis.
• A detailed summary of the sparse recovery approaches, where the sparsityinducing priors and the optimization-based and greedy-based strategies are categorized. It is to be noted, that Bayesian methods are not covered in this
dissertation, since the proposed sparsity-based approaches are non-Bayesian.
The contributions of this thesis in the field of scalar QCS are listed as follows:
• The proposal of a more appropriate model for the distortion introduced by the
scalar quantizer, namely, a two-components noise model where the first term,
accounting for the quantization errors, is dense and bounded, and the second
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term, associated to the saturation errors, is sparse and potentially unbounded.
This formulation is amenable to the implementation of a joint estimation approach, where both the sparse signal and the sparse saturation errors are being recovered. We show that the proposed recovery approach blindly achieves
the performance of the optimal reconstruction approach consisting in rejecting
perfectly identified saturated measurements. Indeed, eventhough some of the
measurements that fall within the extreme quantization regions, only artificially
saturate, they are appropriately handled to increase robustness to saturation.
• The proposal of two reconstruction methods to implement the joint estimation
approach, described above. The first method is convex optimization-based; we
derive its theoretical recovery guarantee. The second method is greedy and
outperforms the state-of-the-art method that explicitly handles the saturation
issue [24].
• By considering the sparsest consistent solution to the QCS problem, we make
use of multi-scale non-convex sparsity inducing priors that progressively approach the `0 -norm itself, within the optimization framework of GraduatedNon-Convexity (GNC), to guide the signal estimate to an exactly sparse solution, from its quantized measurements. While the implementation of the
GNC methodology involves technical issues, we successfully derive the different parameter selection rules and the adequate stopping criterion, and obtain
substantial performance improvements compared to state-of-the-art convex optimization approaches. Specifically, an extensive simulation study reflects the
ability of the proposed GNC implementation to successfully detect the locations
of non-zeros, in addition to the high reconstruction accuracy, obtained for the
considered system dimensions and sparsity level.
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• We apply the GNC approach in conjunction with two different strategies for
quantization consistency, where we search a signal that could have produced
the observed quantized measurements. The first one enforces tight QC at each
refinement scale of the sparsity-inducing prior. The second one is more sophisticated, as QC is also gradually enforced from approximate to tight QC. To this
end, we construct a scaled smooth approximation of the quantization operator
itself, and incorporate it within the GNC framework. The resulting composite subproblems are amenable to the application of recent proximal splitting
methods for non-smooth non-convex optimization.
The contributions of this thesis to SS are stated as follows:
• We propose a detection approach that requires minimal knowledge about the
primary signal. Specifically, we consider adequate sparsity basis where the primary signal could have a sparse representation, and that relatively few samples
can lead to good detection performances, when standard sparse recovery algorithms are applied. Besides, we resort to the idea of joint sparsity of multiple
measurement vectors to improve the reliability of the sparsity-based detection.
• We investigate the potential of the spatial angle domain to perform sparsityaware SS. Indeed, in a practical scenario, a number of far-field PUs are impinging
on the SU linear antenna array, from different directions-of arrival. Then, we
recover the energy of the received signal as a sparse vector in an overcomplete
dictionary of steering vectors associated to a grid of angles, and decide on the
occupancy of the band of interest based on this vector.
• We also investigate the potential of the cyclic frequency domain as a sparsity
basis for the primary signal assumed to exhibit second-order cyclostationarity
induced by its symbol period. With the hypothesis of a stationary white noise,
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the cyclic autocorrelation function of the received signal is always sparse and
could then be recovered via standard sparse reconstruction algorithms. To
overcome the problem of cyclic feature attenuation due to the use of a pulse
shaping filter, we resort to a simple autocorrelation test based on the position
of the the dominant peak of the estimated cyclic autocorrelation function at
different time-lags, which we compute using a simple greedy algorithm. The
proposed method shows comparable detection performances with the standard
energy detector, while ensuring robustness to noise uncertainty.
Most of the contributions listed above, were subject to the following publications:
• I. Elleuch, F. Abdelkefi, M. Siala, R. Hamila, N. Al-Dhahir, Robust GNC approach for quantised compressed sensing, IET Electronics Letters, 2017, doi:
10.1049/el.2017.0925.
• I. Elleuch, F. Abdelkefi, M. Siala, R. Hamila, N. Al-Dhahir, Quasi-sparsest
solutions for quantized compressed sensing by graduated-non-convexity based
reweighted `1 minimization, EUSIPCO, Hungary, Aug., 2016, pp. 473-477.
• I. Elleuch, F. Abdelkefi, M. Siala, R. Hamila, N. Al-Dhahir, On quantized
compressed sensing with saturated measurements via convex optimization, EUSIPCO, Hungary, Aug., 2016, pp. 468-472.
• I. Elleuch, F. Abdelkefi, M. Siala, R. Hamila, N. Al-Dhahir, On quantized compressed sensing with saturated measurements via greedy pursuit, EUSIPCO,
France, Aug., 2015, pp. 1706-1710.
• I. Elleuch, F. Abdelkefi, A. Nafkha, M. Siala, Efficient limited data multiantenna compressed spectrum sensing exploiting angular sparsity, PIMRC, UK,
Sept, 2013, pp. 1136-1140.
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Manuscript Organization

The previously detailed contributions are organized in four chapters.
Chapter 2 provides the general mathematical and application-related background
necessary to understand and position the research described in this dissertation. The
first section describes the problem of sparse approximation and CS formulated as a
USLE with a sparsity prior. It provides a detailed literature review of the different
sparse recovery methods, along with the different algorithmic frameworks for implementation. The second section is dedicated to the emerging field of QCS, with an
emphasis on the literature devoted to the case where compressed sensing measurements are subject to scalar quantization. The third section describes the problem of
SS for CR applications, enumerates the standard detection methods, and highlights
the challenges in terms of sensing requirements.
Chapter 3 deals with sparse recovery from scalar quantized compressed measurements and given a non-trivial saturation rate of the quantizer. We start by presenting
the two-component noise model accounting for the quantization and the saturation
errors. Then, we show that when effectively saturated measurements are perfectly
identified, rejecting these measurements considered as outliers, is the optimal reconstruction strategy. Then, we present the joint saturation errors estimation and sparse
recovery approach under a convex optimization framework and a greedy framework.
Finally, we illustrate the non-negligible performance gain of the proposed method
with state-of-the-art methods.
Chapter 4 presents a more sophisticated optimization-based methodology to address the scalar QCS problem, where the sparsity of the solution is addressed using the
`0 -norm. Under the GNC framework, we propose a first method, where the sparsity of
the solution is gradually imposed using a multi-scale non-convex sparsity-promoting
prior that gradually approaches the `0 -norm, while quantization consistency is en-
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forced at each iteration. We propose a majorization-minimization approach to solve
the subproblem at each refinement scale, and discuss the parameter selection issues
related to an effective implementation of the GNC methodology. Then, we present
a second method, where the quantization consistency is also imposed gradually, by
considering a successive approximation of the scalar quantizer operator, that allows
optimization over coarse-to-fine levels of accuracy. To address the subproblem at
each refinement scale of the sparsity prior and the loss function associated to the
intermediate quantization consistency, we resort to non-convex proximal splitting optimization. We provide a detailed analysis of the implementation issues essential
for the effectiveness of the approach. For each method, we illustrate the substantial
performance gain under the same simulation setup, and analyse the structure of the
estimated support. We also analyse the quality of the estimated support, for the
medium undersampling ratio, considered in the conducted simulations, namely 50%,
and evaluate the probability of successful support recovery that rapidly increases with
the quantizer precision, in terms of bit-depth.
Chapter 5 is devoted to SS and the use of sparse approximation to relax the sensing duration requirement in terms of the observation time, i.e., the number of samples
used to evaluate the decision metric involved in the detection method. The first section is dedicated to the approach that consists in exploiting the angular sparsity of
the primary signal to estimate the energy received from different directions-of-arrival
and decide on the presence of one or more of the licensed users. We show that despite
the limited number of observations, the proposed method provides a performance
improvement compared to the popular eigenvalue based detection. The second section presents an autocorrelation test that exploits the sparsity of the second-order
cyclic features. After describing the sparsity-aware approach to compute the cyclic
autocorrelation function, we present a low-complexity autocorrelation test based on
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the position of the most significant component of the cyclic autocorrelation function.
The robustness of the proposed method towards noise uncertainty is illustrated at the
end of this section, where the performances given a reduced number of observations,
are compared to the energy detector.

Chapter 2

Background

In this Ph.D. thesis, we consider two applications for which, a sparsity aware approach
proves useful: The problem of sparse signal acquisition using Quantized Compressed
Sensing (QCS), and the problem of Spectrum Sensing (SS) for Cognitive Radio (CR)
applications. The purpose of this chapter is to introduce the rich theory of sparse
approximation and that of CS, as well as literature reviews on the two considered
applications.

2.1

Sparsest Solution of Undetermined System of
Linear Equations

The problem of inferring a high dimensional vector x ∈ C N from an underdetermined
system of M < N linear equations, expressed in matrix form as

y = Φx,

(2.1)

has attracted a growing attention. This problem is ill-posed and infinitely many
solutions exist. To select a particular solution, one could be tempted to resort to the
minimum `2 -norm solution, i.e., the one (unique) that solves the convex optimization
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problem:
min kxk2

x∈RN

s.t. Φx = y.

(2.2)

In many practical situations, sparsity is a reasonable assumption. Mathematically, x
is said to be sparse, if it has exactly K << N nonzero coefficients. Then, despite of the
availability of a closed-form expression for the solution of problem (2.2), its dispersive
nature results in over-fitting for sparse recovery. A major breakthrough that dates
back to the late 1990’s, was to prove theoretically that sparsity is a powerful property
that could ensure uniqueness of the solution, under mild conditions on the matrix A,
which reflects a sparsity/indeterminacy compromise [9]. Then, the ideal optimization
strategy is to solve the following `0 -minimization problem:

min kxk0

x∈RN

s.t. Φx = y,

(2.3)

where the `0 quasi-norm, notated k · k0 is used to count the number of nonzero
components in its argument.
In real-world scenarios, the vector of interest may not be exactly sparse, but rather
compressible, i.e., with few significant (meaningful with respect to some criteria)
coefficients. In addition, the linear system model is typically perturbed by an error
term of bounded energy, i.e., y = Φx + n, and knk2 ≤ . Then, a natural formulation
is to consider the quadratically constrained minimization problem:

min kxk0

x∈RN

s.t. kΦx − yk22 ≤ .

(2.4)

The `0 minimization problem is unfortunately NP-hard1 , because it requires a
combinatorial search. Then, two fundamental issues are addressed in the theory of
sparse recovery: (1) how to design tractable reconstruction algorithms, and (2) what
1

Unlikely to be solved in polynomial time.
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conditions, the matrix Φ should meet to ensure uniqueness of the sparsest solutions,
and the stability of the proposed algorithms under sparsity defect and their robustness
under additive noise, so that the approximation error remains under control.

2.1.1

Sparse Representation

2.1.1.1

Motivations

In many applications of interests, signal acquisition generates a huge amount of data
with redundant information. To reduce the computational load for analysis, the memory requirement for storage, and the power consumption for transmission, massive
data volumes are commonly compressed, by extracting useful information. Transform coding is a typical data compression technique that aims at finding a highquality (meaningful with respect to some criteria) low dimensional representation of
an original high-dimensional signal. The success of transform coding in dimension
reduction, relies on the fact that many natural signals are sparse or compressible in
a known transform domain (Wavelet, Discrete Fourier, Discrete Cosine), where they
could be decomposed using few nonzero/significant coefficients.

2.1.1.2

Sparse Overcomplete Expansion

In the field of signal processing, a discrete-time signal y of length M , is traditionally
expressed as a superposition (weighted sum) of elementary sinusoidal waveforms of
different frequencies. The Harmonic analysis community has developed many alternatives to the Fourier representation by designing other elementary parameterized
waveforms, such as wavelets, chirplet, ridgelets, Gabor packets and cosine packets, to
cite few. A collection of N waveforms is called a dictionary, with its elements being
called atoms. Atomic decomposition of the signal y, in a fixed dictionary is concerned
with the representation of that signal as a linear combinations of the dictionary ele-
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ments:
y=

X

xi φ•,i = Φx,

(2.5)

i=1:N

where the waveform vectors are stacked as columns of the representation matrix Φ.
While the standard Fourier dictionary is complete (the dictionary forms an orthonormal basis), overcomplete dictionaries, i.e., N > M , are usually considered. An
overcomplete dictionary is constructed via a fine sampling of the waveform indexing
parameter, or by merging complete dictionaries. Since an overcomplete expansion is
not unique, one could be interested in a concise representation (dimension reduction),
i.e., with few nonzero coefficients. In this context, resorting to redundant (not orthogonal) dictionaries allows to improve the conciseness of the representation. Then,
sparse representation and sparse approximation require to address problems (2.3) and
(2.4), respectively.

2.1.1.3

Suitable Dictionaries

The analysis of conditions allowing sparse decomposition to be unique or stable under
model perturbation appeared in [9], [25], [26], [27]. The notion of mutual coherence
has been initially introduced to deal with sparse decomposition in a dictionary formed
as the concatenation of two orthonormal M × M bases Φ and Ψ. It is defined as:
µ(Φ, Ψ) = max |hφ•,j , ψ •,k i|.
1≤j,k≤M

(2.6)

A more general definition of the coherence of an arbitrary (not necessarily structured)
M × N dictionary is:
µ(Φ) = max |hφ•,j , φ•,k i|,
j6=k

(2.7)

which reflects the maximum correlation in the dictionary. Informally, a dictionary is
said to be incoherent when µ is sufficiently small. While µ = 0 for an orthonormal
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q
N −m
matrix, the coherence of an M × N matrix is in the range [ ( m(N
), 1]. The
−1)
√
coherence lower bound, known as the Welch bound, tends to 1/ M when N goes to
infinity. The Welch bound is for example attained for the Dirac-Fourier bases pair.
Such so-called maximally incoherent pairs are a key element for the signal separation
problem. Indeed, as stated in [9], ”If two bases are mutually incoherent, then no
signal can have a highly sparse representation in both bases simultaneously”. For
a general dictionary, small coherence implies that column submatrices formed by a
small number of dictionary elements, are well conditioned, so that a highly sparse
representation is unique.
The concept of spark of a matrix Φ, defined as the smallest number of its columns
that are linearly dependant, and denoted as σ(Φ), allows to formalize a condition on
the ”Unique Representation Property” with respect to sparse signals. Specifically, a
K-sparse representation is unique if σ(Φ) > 2K. Knowing that σ(Φ) = rank(Φ) + 1,
then for matrices of full row-rank M , M = 2K equations are required to analyse a
K-sparse signal with no ambiguity.

2.1.2

Compressed Sensing

2.1.2.1

Motivation

By focusing on the acquisition of sparse signals, sensing a high dimensional signal
to end up with a low dimensional representation, is a wasteful paradigm, especially
when the acquisition process itself is expensive and time consuming. Indeed, the
Shannon-Nyquist sampling theorem, which states that an analog bandlimited signal
must be sampled at a rate that is twice its highest frequency in order to ensure perfect reconstruction, may pose additional practical limitations, such as long scanning
sessions required in medical imaging and non-affordable Analog-to-Digital Converters
(ADC) required to capture wideband signals. Motivated by precisely these two prac-
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tical concerns, CS is a smart acquisition paradigm, where sensing and compression
are merged by acquiring signals at rates approaching their information rate 1 , thus
alleviating the conventional sample-then-compress approach inefficiencies and overcoming the ADC bottleneck. CS focuses on how to capture the inherent structure
of the signal from few measurements. It builds upon the sparse approximation theory but relies on randomness in the measurement process. Precisely, it states that
few non-adaptive linear projections of a sufficiently sparse signal, contains enough
information for reconstruction.
Since the pioneering works of Candès, Romberg, and Tao [6], [7], and that of
Donoho [8], CS has triggered a lot of research interest to solve challenging problems
in a variety of applications including medical imaging and sampling theory, as well as
wireless communication applications (such as multipath channel estimation, interference cancelation, error correction, and SS in CR), computer vision, image processing,
radar and sonar applications, seismic exploration, statistical regression and machine
learning (feature selection, classification). While CS has been initially developed for
discrete-time signals, hardware prototypes have been implemented by applying the
CS methodology on analog signals. The famous single-pixel camera, developed at
Rice, was the first proof-of-concept device. Other implementations include the random demodulator and the modulated wideband converter, as two CS-based acquisition
systems targeting spectrally-sparse analog signals.
It is to be noted that the term CS was coined by Donoho in its seminal work [8],
but it has been also propagated under similar terminologies, namely Compressive
Sensing, and Compressive Sampling, and is often used to refer to sparse recovery.
1

This is the minimal sampling rate, namely the spectral occupancy, that allows perfect reconstruction, as provided by Landau’s theorem [28]
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Measurement Model

CS considers linear measurements as a generalization of samples. Relatively few linear
measurements are obtained by projecting the signal of interest to a lower-dimensional
space, according to model (2.1). In the context of CS, the matrix Φ is referred to
as the measurement/sensing matrix, y is the observation vector, and x is the sparse
signal. The practical efficiency of CS relies on the design of random sensing matrices
that allows to capture all the (relevant) information about the acquired signal x. Few
measurement are needed as long as the sensing basis (that from which, the sensing
matrix is a selection of randomly selected rows), is incoherent with the representation
basis (the trivial basis, in the standard CS setting, but an arbitrary sparsity basis
Ψ could be considered). Then, two main aspects differentiate CS from the standard
sparse representation problem:
• Sparse representation relies on the choice of a suitable deterministic dictionary
with respect to an application-specific signal type (image, wideband signal, etc),
while CS involves randomness in the sensing matrix so that the measurement
process is non-adaptive, and universal with respect to general sparse signals.
• The target error for sparse approximation is the representation error ky − y? k,
while CS is rather interested in the error at the coefficients level, i.e., kx − x? k.
2.1.2.3

Sensing Matrices

The fundamental idea behind CS is that an arbitrary signal can be recovered from
fewer random observations. Randomness plays a central role in the derivation of many
strong theoretical results in the CS theory and is a key property to fulfill fundamental
requirements for ”compressed sensing”, namely:
1. Compression: each random measurement is likely to capture a relevant piece of
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information about all signal coefficients. Then, sparse signals could be acquired
then efficiently reconstructed from significantly fewer measurements (M ) than
their ambient dimension (N ).
2. Non-adaptiveness of the measurement scheme associated to the random map
Φ, in the sense that the rows of Φ are drawn in advance, so that the sampling
directions (waveforms) do not depend on previously observed data.
3. Universality of the sensing matrix ensures recovery of signals which exhibit
sparsity with respect to any orthonormal basis of size N ×N . Indeed, in practice,
the signal of interest may not be canonically sparse, but rather admits few
nonzero coefficients in a known representation basis Ψ. Then, universality of
the sensing matrix means that the product ΦΨ should still satisfy the desired
requirements for efficient sparse recovery.
In the context of CS, the number of measurement (number of rows in Φ) required
for sparse recovery is an important parameter. According to the spark property, 2K
measurements are essentially necessary and sufficient, to ensure uniqueness of the
sparsest solution of (2.3), so that exact sparse recovery may be possible. However,
the spark property is not computationally easy to verify, while the coherence of an
arbitrary matrix is easily computable. Then, coherence-based analysis allows to derive
a sufficient condition, namely 2(K − 1)µ < 1, for the exact recovery of K-sparse
vectors. By considering matrices with the smallest coherence (the Welch bound), the
number of measurements should scale quadratically in the sparsity, i.e., M ≥ CK 2 .
This result is too pessimistic and limits the performance of CS to small sparsity levels.
In this context, the theory of CS introduces a more suited tool to assess the quality
of the sensing matrix, namely the Restricted Isometry Property (RIP). A matrix Φ
satisfies the RIP of order 2K, with constant δK > 0 (expected to be sufficiently small),
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if for any K-sparse vector x

(1 − δK )kxk22 ≤ kΦxk22 ≤ (1 + δK )kxk22 .

(2.8)

The RIP is a more powerful property, compared to the coherence, as it considers all
K-tuples rather than all pairs of columns. Geometrically, the RIP implies that any
M × K submatrix is close to an isometry such that the distance between any pair
of K-sparse vectors is approximately preserved. More importantly, the RIP ensures
for a variety of algorithms, with high probability on the random draw of the sensing
matrix, to successfully recover a sparse signal from fewer measurements than those
prescribed by a coherence-based analysis, namely, using M ≥ CKlog(N/K) [29].
In addition, the RIP is a stronger condition, that allows to establish reconstruction
guarantees in the presence of noise.
Random constructions of the measurement matrix provides another useful property,
namely, democracy. Democracy of the sensing matrix means that an arbitrary (large)
subset of its rows, still satisfy the RIP of order K. It also implies that each measurement provides similar amount of information about all coefficients of x. This
could be plausible with high probability since the signal space is high dimensional
and that the projections are randomized (isotropic directions). Then, the democracy
property ensures robustness of signal recovery against the loss or the corruption of
any small fraction of the measurements. Obviously, the democracy property requires
an additional increase in the oversampling ratio

M
.
K

Well-known random constructions of CS matrices that satisfies the RIP, with
overwhelming probability are: Gaussian, Bernoulli, and more generally sub-Gaussian
matrices, and partial Fourier matrices. The use of Gaussian matrices is very popular,
as they are incoherent with any fixed Ψ with high probability. This avoids to explicitly
take Ψ into account in the construction of Φ and promotes universality.
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Sparse Reconstruction Algorithms

To avoid the computational bottleneck of `0 -minimization, several tractable alternatives have been proposed. They differs in terms of the sparsity-inducing prior and
the reconstruction approach.

2.1.3.1

Sparsity-Inducing Priors

The major challenge in solving (2.3) numerically, consists in effectively handling the
discontinuity of the `0 -norm. A typical approach consists in approximating it using
a continuous function. While a smooth approximation (everywhere differentiable) is
easier to handle, the singularity at the origin plays a crucial role in achieving sparsity
of the solution. The convex relaxation using the `1 -norm is a popular choice. However,
the `1 -norm is fundamentally a loose approximation of the `0 norm and results in biased estimation for large coefficients, since they are over-penalized. As a compromise,
non-convex priors, whose derivatives vanish for large values, provide a more faithful
approximation, and bridge the gap between `1 and `0 . Examples include piecewise
spline constructions such as the Smoothly Clipped Absolute Deviation (SCAD), the
Capped-`1 , and the truncated hyperbolic, and other analytic functions such as the
logarithmic penalty, the Laplace Error Penalty (LEP), and the `p -norm for 0 < p < 1
(see [30], and the references therein).

2.1.3.2

Convex Optimization Methods

Motivated by advances in large scale linear programming (LP), the `1 -minimization
problem, known as Basis Pursuit (BP):

min kxk1

x∈RN

s.t. Φx = y,

(2.9)

2.1. Sparsest Solution of Undetermined System of Linear Equations

21

1.5

1

ℓ0
ℓ1
Log
ℓp (0<p<1)
ℓp (p<0)
Exp
SCAD
Capped-ℓ1

0.5

0
−2

−1

0

1

2

Figure 2.1: Sparsity-inducing penalties.
has been proposed in the 1990s as a practical convexification approach of the `0 minimization problem, which promotes sparsity of the solution. The major breakthrough in the sparse approximation theory is to prove that for sufficiently sparse
signals, the solution of BP coincides with that of the `0 -minimization problem. The
theory of CS revisited the BP approach under a probabilistic framework, by establishing mathematically a quite reasonable lower-bound on the minimal number of
measurement required by BP for exact sparse signal recovery form few random linear
measurements, under mild conditions on the sensing matrix Φ (expressed in terms of
the RIP).
The noisy version of BP, known as Basis Pursuit De-Noising (BPDN), is:

min kxk1

x∈RN

s.t. kΦx − yk22 ≤ ,

(2.10)

which could be solved using a quadratic program. CS provides, for BPDN, provable
recovery guarantee of the form:
1

kx? − xk2 ≤ c0 K − 2 kx − xK k1 + c1 ,

(2.11)
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where c0 and c1 are positive constants. The first term on the right-hand side accounts
for stability with respect to sparsity defect, and the second term reflects robustness
to measurement noise.
An equivalent unconstrained formulation of the `1 minimization problem, obtained as
the Lagrangian form of (2.10), is the `1 -regularized (penalized) Least Squares (`1 -LS)
problem:
min λkxk1 + kΦx − yk22 ,

x∈RN

(2.12)

for an appropriate choice of the regularization parameter λ > 0. These formulations
also allow to handle compressible signals, i.e., those that are rather close to some
sparse signals. From a Bayesian point of view, (2.12) can be interpreted as a maximum a posteriori criterion for estimating x from its noisy observations, given a white
Gaussian noise and a Laplacian prior on x.
To handle the non-smoothness of the `1 term, `1 -minimization is traditionally
solved using subgradient methods, or interior-point methods [15]. But these implementations are computationally expensive for large-scale problems. A tricky approach
consists in applying an -regularization strategy to smooth out the `1 objective around
√
the origin, by considering that |x| ' x2 + , for small . By obtaining an everywhere
differentiable function, standard convex optimization tools are directly applicable,
but the sparsity-inducing effect is reduced, by loosing the singularity at the origin.
Other optimization approaches proposed to solve the `1 minimization problem (in
its constrained or penalized formulations), include (1) box-constrained optimization
obtained via variable splitting [31] (2) the alternating directions method [32], (3)
the proximal operator splitting framework, [33], [34], [35], [36] (4) homotopy based
optimization that consider a continuation on the regularization parameter [37], [38]
and [39].
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Proximal Operator Splitting Proximal Splitting (PS) provides a family of firstorder iterative methods for non-smooth composite optimization of the form [16]:

min l(x) + λr(x),
{z
}
|

x∈RN

(2.13)

F (x)

where l(x) is a loss function with L-Lipschitz-continuous gradient, i.e., k∇l(x) −
∇l(y)k2 ≤ Lkx − yk2 , for all x, y ∈ RN , accounting for data-fidelity, r(x) is a nonsmooth regularizer and λ is a tradeoff parameter. To handle the non-smoothness of
the sparse-regularizer, PS has become a method of choice for sparse recovery, thanks
to its simplicity, low-complexity and scalability.
For instance, the Forward-Backward Splitting (FBS) method for convex r and l,
could be derived under the Majorization-Minimization (MM) framework, where the
smooth function l is substituted by a majorant surrogate defined as its quadratic local
approximation around the current estimate, and iterates over

x(j+1) = argmin l(x(j) ) + h∇l(x(j) ), x − x(j) i +
x∈RN

1
kx − x(j) k22 + λr(x),
2µ

(2.14)

where 0 < µ < 1/L is a step size that guarantees convergence with rate O(k), with
k being the number of iteration. This problem can be rewritten using the proximity
operator associated with the scaled non-smooth regularization function
1
proxµλr (u(j) ) = argmin kx − u(j) k22 + µλr(x)
x∈RN 2

(2.15)

where u(j) = (x(j) − µ∇l(x(j) )). Then, solving (2.14) amounts to performing a proximal gradient iteration, namely

x(j+1) = proxµλr (x(j) − µ∇l(x(j) )),

(2.16)
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where the composite structure of the objective is exploited by addressing the smooth
part via a gradient step and invoking the proximity operator associated to the nonsmooth part.
Specifying a regularizer with an explicit proximal mapping is essential to implement a
P
PS method for sparse recovery. Separability of the regularizer, i.e. r(x) = N
i=1 ri (xi ),

is a desired property, which causes the proximal problem to split into N independent
one-dimensional problems. The `1 -norm does have a proximal mapping available in
closed form, namely the soft shrinkage/thresholding function defined component-wise
as Sλ (u)i = sign(ui )max(0, |ui | − λ). Then, the FBS method applied to solve `1 -LS,
is the iterative soft thresholding algorithm (ISTA) that iterates over:

x(k+1) = Sµλ (x(k) + 2µΦT (y − Φx(k) )).

(2.17)

To seed-up the convergence, Fast ISTA (FISTA) is a well-known accelerated variant
of ISTA, that keeps its simplicity but shares the improved rate O(1/k 2 ) of the optimal
gradient method for smooth convex optimization. FISTA relies on computing each
iterate based on the two previous ones. It iterates over the following steps:
y(j) = x(j) +

tj−1 −1
(x(j)
tj

− x(j−1) ),

x(j+1) = proxµλr (y(j) − µ∇l(y(j) )),
√ 2
4tj +1+1
tj+1 =
.
2

(2.18)

Note that, as the PS problem is solved at the extrapolation point y(j) , FISTA is not
a monotone algorithm, in terms of F (x(j) ). A monotone version of FISTA satisfying
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a descent property is proposed in [40] and consists of the following steps:
y(j) = x(j) +

tj−1
(z(j)
tj

− x(j) ) +

tj−1 −1
(x(j)
tj

− x(j−1) ),

z(j+1) = proxµλr (y(j) − µ∇l(y(j) )),
√ 2
4tj +1+1
tj+1 =
,
2
 z(j+1) ,
if F (z(j+1) ) ≤ F (x(j) ),
(j+1)
x
=
 x(j) ,
otherwise

(2.19)

Continuation-based Relaxation The idea of continuation is to address a difficult
global optimization problem by starting from a simple problem and gradually progressing towards the original one, by tuning a continuous parameter ρ that balances
a modelling tradeoff. It is commonly implemented with a warm-starting strategy,
that consists in using the solution from each optimization round as a good starting
point for the slightly modified problem in the next round, thus allowing tracking a
set of minima along the sequence of subproblems. Solving for a range of ρ according
to this methodology generally provides a convergence speed-up, compared to directly
solving the target problem with an optimal parameter ρ from a cold start (arbitrary
initialization). In CS, the difficulty in specifying a proper choice for the regularization
parameter λ involved in the `1 -LS problem could be addressed by a continuation on λ,
that yields the problem to undergo a homotopy from `2 -norm minimization (smooth)
to `1 -norm minimization (non-smooth) (see [41] and the references therein).
2.1.3.3

Nonconvex Optimization Methods

Nonconvex optimization for sparse recovery provides better results than the convex
relaxation approach, eventhough related algorithms are designed to produce local
minima. For example, by considering `p minimization, with 0 < p < 1, and  regularization, substantially fewer measurements are needed for exact recovery, using a
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simple gradient projection approach.

Iteratively Reweighed Algorithms A more sophisticated optimization strategy
gives rise to the so-called iteratively reweighed algorithms. Theses algorithms build
upon the simplicity of `1 and `2 minimization by solving a sequence of linear or
quadratic programs, that could be derived under a MM framework to minimize an
underlying non-convex sparsity-inducing penalty. For example, the IRL1 [42] algorithm is a procedure to minimize the -regularized log-sum penalty. FOCUSS [43]
minimizes the `p objective for p < 1 and IRLS [44] minimizes its smoothed version (obtained via -regularization) by considering different reweighting rules. These
reweighting rules relate inversely to the magnitude of the signal from the previous iteration, so as to counteract the influence of large nonzeros and allow more sensitivity
towards smaller ones. -regularization allows to damp the reweighting rule in order
to cope with matrix ill-conditioning, and provide stability. Another `1 -reweighting
strategy to solve the noise-free CS problem, is obtained by considering successive
linear approximations of the Laplace Error Penalty in [45].

Iterative Thresholding Algorithms Inspired by the iterative thresholding technique, and motivated by the availability of a thresholding rule, namely hard thresholding, Hλ (u)i = {0, if |ui | ≤ λ; ui , if |ui | > λ}, related to the proximity operator
of the `0 -norm itself by H√2λ ∈ proxλk·k0 1 , PS is an appealing strategy to solve the
`0 -regularized LS problem, namely:
min kΦx − yk22 + λkxk0 .

x∈RN
1

The loss of convexity yields the proximal problem to be multi-valued.

(2.20)
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When the cardinality K of non-zeros coefficients is known a priori, the PS methodology could be applied to solve the unconstrained formulation of the problem:

min kΦx − yk22

x∈RN

s.t. kxk0 ≤ K,

(2.21)

by considering the indicator function of the set of sparse signals with at most K
non-zeros. The resulting algorithm is the popular Iterative Hard Thresholding (IHT)
algorithm that iterates over:

x(k+1) = HK (x(k) + ΦT (y − Φx(k) )),

(2.22)

where the operator HK , prune the vector to its best K-term approximation [46].
Unfortunate, the hard thresholding operator is discontinuous and yield numerical
instability. As a compromise, the derivation of closed-form expressions for the proximity operators of many non-convex sparse regularizers, bridges the gap between IST
and IHT. For example, the Iterative Log Thresholding (ILT) algorithm [47], applies
for the -regularized log-sum penalty. The proximity operators of the `p -norm for
p =

1 2
,
2 3

and the Laplace error, have been also computed analytically to serve as

the key ingredient to implement PS algorithms. The need for an explicit proximal
mapping has also motivated the approach of specifying a thresholding rule and use it
to minimize an implicitly-defined sparsity-promoting penalty. This is the case of pshrinkage (p < 1), introduced as a generalization of soft shrinkage, and firm shrinkage
designed as a continuous, piecewise-linear approximation of hard thresholding [17].

Continuation-based Algorithms Due to the proliferation of local minima, descent methods become less relevant for high dimensional non-convex optimization.
While a good starting point is essential to avoid sub-optimal solutions, it is diffi-
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cult to specify in practice. To address this issue, continuation-based relaxation along
with a warm-starting strategy is an efficient deterministic approach for global optimization. In this context, the -regularization strategy is generally coupled with a
continuation on the parameter . Starting by a large  allows to fill in the basins of
undesirable local minima, and guides the iterations towards a reasonable nearby point
with respect to the global optimum. Then, decreasing  allows to deepen the basin of
the global optimum and to approach it more closely. The successive -regularization
strategy could be interpreted as a Graduated-Non-Convexity (GNC) approach [48],
and is therefore, the key to escaping local minima.
In the same spirit, the Smoothed `0 (SL0) algorithm [49] and the Successive Concave
Sparsity Approximation (SCSA) algorithm [45], both target `0 minimization through
successive minimizations of a family of scaled functions, where the scale parameter
controls the shape of a deformable function that asymptotically approaches the `0
norm itself. By considering an everywhere differentiable class of functions, SL0 iterates over a gradient-projection loop to solve the noise-free CS problem. A regularized
version that handles noisy measurements is proposed in [50]. SCSA considers the
Laplace Error Penalty and handles both the noise-free and the noisy CS settings,
using an LP-based variant and a PS variant, respectively, combined with a continuation on the scale parameter of the LEP. In [51], both the amount of regularization,
dictated by λ and its degree of non-smoothness are controlled by continuation.

2.1.3.4

Greedy Methods

In many cases, optimization-based reconstruction involves two levels of iterations
and is computationally costly. A practical alternative consists in designing heuristic
suboptimal methods, the so-called greedy algorithms, to approximate the solution.
Greedy algorithms are fast and easy to implement and provide similar reconstruc-

2.1. Sparsest Solution of Undetermined System of Linear Equations

29

tion guarantees to `1 -minimization. Typically, they maintain a candidate support
set, and compute an improved signal estimate on this support. They differs in the
support detection strategy (incremental, nested or thresholding-based), and the signal estimation step (`2 -norm based, truncated `1 -norm based). The most popular
greedy algorithms are Matching Pursuit (MP) [52] and its variants Orthogonal MP
(OMP) [53], Regularized OMP (ROMP) [54], Stagewise OMP (StOMP) [55]. Another class of algorithms incorporate the idea of backtracking, i.e. that removal of
previous wrong detections is allowed. Examples include Compressive Sampling MP
(CoSaMP) [56], Subspace Pursuit (SP) [57], and somehow, IHT. But these algorithms
require prior information of an upper bound of the signal sparsity level K, which could
limit their usability, given the performance degradation caused by an over-estimation
of K. More sophisticated alternatives such as Sparsity Adapative Matching Pursuit
(SAMP) [58] and Iterative Support Detection (ISD) [59], are blind with respect to
signal sparsity.

2.1.4

Sparse Recovery with Multiple Measurement Vectors

In many scenarios, several vectors, say L, sharing a common but unknown sparsity
profile, the so-called joint sparsity, are to be recovered from Multiple Measurement
Vectors (MMV), alse referred to as multiple snapshots. Practically, the snapshots
could span the temporal, spatial, or frequency domains. This may occur in applications employing sensor arrays or data segmentation, where the availability of MMV is
likely to enable a reduction in the number of measurements required for sparse recovery. Mathematically, the MMV model is obtained by arranging the L sparse vectors
as the columns of a row-sparse matrix X, such as Y = AX. Joint sparse recovery approaches for the MMV setting include extensions to greedy algorithms [60], [61], and
mixed-norm optimization that considers the following generalized diversity measure:
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Figure 2.2: Multiple measurement vectors model.

Jp,q (X) =

L
X
i=1

kxi,• kpq ,

(2.23)

to promote row-sparsity. For instance, the MMV extension of FOCUSS, namely, MFOCUSS, corresponds to p ≤ 1 and q = 2 [62]. The case (p, q) = (1, ∞) is treated
in [63] while [64] addresses the setting and p = 1 and arbitrary q. Other joint sparse
reconstruction approaches include randomized algorithms such as REduce MMV and
BOost (ReMBo) [65], Subspace-Augmented MUSIC [66], and `1 -SVD [67].

2.2

Quantized Compressed Sensing

Practical implementation of compressed sensing, for digital signal acquisition, involves
an unavoidable quantization step,

y = Q(z), z = Φx,

(2.24)

where the measurements amplitude is discretized by means of a quantizer operator
Q to meet the hardware requirement of representing numerical data using binary
words of finite length, or bits. Nevertheless, the classical CS theory for sub-Nyquist
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sampling, focuses on real-valued measurements and Gaussian measurement noise,
which reflects the physically unrealistic assumption of infinite-range infinite-precision
quantization. However, while the sampling process using linear measurements is
designed to be lossless for sparse signals and robust to noise, quantization is a highly
nonlinear lossy compression technique that should be properly handled.

2.2.1

The Missing Links Between Quantization and CS

Recently, QCS has emerged as a new area of research, where the interaction of quantization and compressed sensing is studied from different perspectives. This interaction
introduces a trade-off between two design criteria, namely, the quantizer precision and
the sampling rate, dictated by the quantizer bit-depth b and the number of measurements M , respectively [68]. For example, at low input SNR, defined in terms of the
noise corrupting the signal before sensing and quantization, an efficient use of a given
bit budget R = bM , would require to allocate less bits per measurement (coarse quantization of imprecise measurements) while increasing the number of measurements,
and vice versa. In this context, one-bit CS has attracted many research interests,
due to its robustness to heavy noises, as well as its simple and fast implementation, which is a desirable property for some applications, and quite appealing for
CS [69], [19] [70]. However, due to the loss of the signal scaling information and the
fact that quantization errors caused by one-bit quantization are manifested by sign
flips, sparse recovery from sign measurements has been typically addreesed separatly
from the multi-bit case. In this scope, careful design of reconstruction algorithms
that explicitly account for quantization is a central research topic. Sparse recovery
from QCS measurements, using standard CS reconstruction methods such as BPDN,
by just treating the quantization error as noise, is possible. But, this comes at the
expense of oversampling in CS measurements, and discarding potentially valuable
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saturated measurements. Quantizer design is also an important topic that has been
revisited in the context of QCS. Indeed, an optimal quantizer with respect to the
measurements, is not optimal for the reconstruction error, due to the nonlinearity of
the reconstruction process. Eventhough sophisticated quantization schemes such as
Sigma-Delta quantization has been considered for CS [71], the literature has focused
mostly, on sparse recovery tailored to uniform scalar quantizers. Since practical scalar
quantizers have finite range, the saturation level has been considered as part of the
quantizer design [24].

2.2.2

Sparse Recovery From Scalar QCS

Scalar quantization, also referred to as pulse code modulation, has been widely considered for CS for its implementation simplicity, and its robustness against measurement
lost.

2.2.2.1

Finite-Range Uniform Scalar Quantization

A scalar quantizer maps real measurements z componentwise, to a set of quantization levels Q = {lj } commonly referred to as the codebook, according to where
each coefficient lies with respect to a set of thresholds T = {tj }, defining the quantization intervals/regions. In practical devices, the coefficients are encoded using
binary strings of finite length. This implies a finite codebook of size 2b , where b is
the quantizer bit-depth, and a finite dynamic range for the quantizer dictated by
the saturation threshold G. Saturation means that if a measurement exceeds G in
magnitude, then it is mapped to an extreme quantization level. In other words, its
magnitude is clipped. In classical systems, optimal scalar quantizer design aims to
minimize the quantization distortion, i.e., Ekz − Q(z)k2 . This is commonly used by
deriving the best non-uniform quantizer tailored to the measurement distribution,
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using the Lloyd-Max algorithm [72]. In the context of CS, where the reconstruction
process is non-linear, the optimality of the Lloyd-Max quantizer does no longer hold.
This is why a uniform quantizer is usually considered. A uniform quantizer is specified by its bit-depth b, and its resolution ∆ or equivalently its saturation threshold
G related by G = ∆2b−1 . The quantization thresholds for a uniform quantizer are
equi-spaced, i.e., tj+1 − tj = ∆ and the quantization levels are typically set as the
mid-points of the quantization intervals, so that quantization results in rounding to
the nearest quantization level.

2.2.2.2

Sparse Recovery: The Unsaturated Scenario

As the saturation may introduce large and potentially unbounded quantization errors,
the saturation phenomenon is problematic. This is why, first attempts to incorporate a uniform scalar quantization into a CS measurement model, has ignored it, by
assuming a large enough saturation threshold. In practice, this is achieved by an
automatic gain control strategy, prior to quantization, to scale down the measurements amplitudes. When saturation is not allowed to occur, the quantization error
is essentially bounded by the quantization bin width ∆. In this scenario, one could
be tempted to directly use standard CS methods to recover a sparse signal from its
quantized measurements, but this is theoretically unsatisfactory. For example, BPDN
is designed to reconstruct sparse signals corrupted by white Gaussian noise, and provides sub-optimal performances for QCS. However, by replacing the `2 -norm by an
`∞ -norm, in the fidelity term of BPDN, according to

min kxk1

x∈RN

s.t. kz − Φxk∞ ≤

∆
,
2

(2.25)

the information about the quantization noise structure is better exploited, through
Quantization Consistency (QC). This version of BPDN, namely Consistent Basis Pur-
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suit (CoBP) [73] corresponds, from a maximum likelihood standpoint, to uniformly
distributed quantization errors over [− ∆2 , ∆2 ]. In practice, since few measurements are
available, the quantization distortion is better modeled using a generalized Gaussian
distribution of shape parameter p, where the optimal value of p ∈ [2, ∞] grows with
the oversampling factor, providing a more subtle variant of BPDN, namely Basis
Pursuit DeQuantizer of moment p (BPDQp ) [21],

min kxk1

x∈RN

s.t. kz − Φxkp ≤ .

(2.26)

Decoding using BPDQ provides better reconstruction results than CoBP, when the
oversampling factor is relatively not too large, and is also closer than BPDN, to
enforce consistency. However CoBP provides the fastest reconstruction error decay
with respect to M , and is straightforward to handle the saturation effect resulting
from practical scalar quantization.

2.2.2.3

Sparse Recovery With Saturated Measurements

Contrary to the conventional wisdom that saturation is undesirable because it results
into measurements outliers that do not fit to the quantization error model, allowing a
small amount of saturation rate, is beneficial for CS. Intuitively, a higher saturation
rate implies smaller quantization intervals and a higher precision in the unsaturated
measurements. In other terms, there exists a tradeoff between the quantization error
and overflow, dictated by an optimal saturation rate. This tradeoff is put into evidence in [24], where the notion of democratic measurement matrix, is introduced to
demonstrate the stability of two reconstructions approaches that benefit from saturaf × N submatrix Φ
e verifies the RIP.
tion. An M × N matrix φ is democratic if any M

Consequently, each measurement contributes a similar amount of information about
f measurements would not compromise
the signal x, and dropping any D = M − M
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e still satisfies the RIP,
the RIP. Then, by discarding the saturated measurements, Φ

provided that the number of saturated measurements does not exceed D, and the
quantization noise is of bounded energy. Then standards CS algorithms are suitable
for stable recovery. To prevent information loss incurred by drooping potentially
valuable saturated measurements, a more efficient approach consists in integrating
saturated measurements to enforce either (1) hard Saturation Consistency (SC) using
an additional inequality constraint within optimization based reconstruction methods such as BPDN, or (2) soft SC using a one sided `2 -norm penalty to account for
saturation violation [24].

2.3

Spectrum Sensing for Cognitive Radio

CR is a revolutionary radio technology, that has emerged since the early 2000s [74],
as a solution to overcome the problem of radio spectrum scarcity. This problem has
arisen with the proliferation of wireless communication systems which are assigned
fixed and non-overlapped frequency bands. However, various spectrum measurement
campaigns revealed that most of the time, large portion of the frequency bands are
not used by licensed users (for whom the bands are assigned by the regulatory body)
[75]. Capitalizing on the low spectral occupancy, and inspired by the success of
the coexistence model of the unlicensed bands such as the industrial, scientific, and
medical (ISM) bands, CR suggests a new spectrum management approach, where
temporarily unused licensed bands, commonly referred to as spectral holes/gaps or
white spaces, can be opportunistically exploited by unlicensed users (also known as
Secondary Users (SUs)). Opening up the licensed bands for dynamic spectrum access
(DSA), under consideration of strict regulatory restrictions, allows the co-exitance of
several SUs networks with the licensed Primary User (PU) network, thus increasing
the spectral efficiency [76]. Being of lower priority, SUs should vacate the spectrum
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immediately, as soon as a PU reclaim the radio resource, and move to the next best
available spectrum band, in order not to compromise the PU quality of service. A
key feature is that a CR network operates autonomously without assistance from
the primary system. More generally, CR is defined as a radio that senses and is
aware of its environment and that can dynamically and autonomously adjust its radio
operating parameters (power, bandwidth, frequency of operation, etc) accordingly.
In this context, it necessarily implements flexible and adaptive data transmission
schemes, and therefore requires certain reconfiguration capabilities.

2.3.1

Spectrum Sharing Scenarios in CR

The CR technology enables different spectrum sharing scenarios, where sharing the
usage of frequency bands by SUs, is allowed in adherence to different access rules
and requirements of the primary system. Under each spectrum sharing paradigm,
the SUs exploit different degree of knowledge of the wireless environment. There are
three CR paradigms:

Spectrum interweave This is the interference-avoidance behavior, where SUs access the spectrum without overlapping with the PUs. In this idealized scenario SUs
are supposed to sense the channel perfectly and instantaneously, and then fill in the
sensed spectrum holes, left idle by the PUs. In a realistic scenario, SS requires a finite
duration of time, and is prone to misdetection and false alarm. Cooperation between
multiple SUs and multi-antenna diversity have a great potential to handle the hidden
node problem and to improve detection performances. A typical real-life CR system
implementing the interweave sharing paradigm is the IEEE 802.22 [77], which operates on vacant TV broadcast channels in the VHF and UHF bands. The standard
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specifies the sensing requirement1 , to protect TV receivers and wireless microphones,
which are the incumbent license holders.

Spectrum underlay This is the interference-controlled behavior. Rather than
restricting access by SUs to only completely idle bands, opportunistic underlay transmission is allowed on bands where PUs are active, provided that it does not cause
harmful interference to the primary systems. Precisely, the interference at the PUs’
side should not exceed the tolerable level. Practically, low-power transmission are allowed to access the so-called gray holes. In addition, techniques such as beamforming
and spread-spectrum are useful to prevent harmful interference at the PU side.

Spectrum overlay This is the interference-mitigating scenario, where SUs are also
allowed to transmit simultaneously with the PUs, while mitigating the interference
caused to PUs, as well as that experienced by the SUs themselves. Precisely, the SUs
overhear the primary transmissions and are able to decode them. Then, the decoded
message is used to cancel the interference at the SU receiver side. In addition, part
of the SU transmit power is used to relay the PU message, to compensate for the interference caused by its own transmission. Obviously, the overlay system requires the
largest amount of side information, and may also raise security and privacy concerns
for many primary systems.

2.3.2

Spectrum Sensing

To avoid unwanted collision with PUs, within a spectrum interweave scenario, SUs are
required to perform fast and accurate SS. SS consists in observing the radio spectrum
and deciding whether a PU is present or not, based on a properly chosen criterion
1

In terms of channel detection time, channel move time, incumbents’ energy detection sensitivity,
probability of detection, probability of false alarm, and SNR.
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whose computation may involves some prior information. According to IEEE 802.22
taxonomy, which is of common use, a SS technique could be blind or signal specific,
coarse or fine. Blind techniques, as opposed to signal specific, do not rely upon a
specific feature of the considered incumbent signal type (e.g. pilot sensing for digital
TV signals). Coarse sensing techniques are not very reliable, but may still be useful
for detecting strong signals in a shorter period of time than fine sensing techniques.
Generally, SS is performed locally by SUs, who individually monitor the activity of
the PUs on a particular frequency channel. Then channel-by-channel sequential scanning may be considered by each SU, for wideband SS (WSS). Cooperative sensing is a
common practical approach to more efficiently address WSS, but incurs an overhead
in terms of energy consumption and spectrum resources, and raises security issues
related to malicious users falsifying sensing reports [78]. Alternatively, WSS can be
performed locally (i.e., by a single SU) by exploiting the fact that the PU signal is
typically sparse in the frequency domain, to relax the sampling bottleneck [79].

2.3.2.1

The Spectrum Sensing Problem

When a particular frequency channel is considered, SS is commonly formulated, mathematically, as a binary hypothesis testing problem:
H0 : y[n] = w[n],

idle channel

H1 : y[n] = hs[n] + w[n],

busy channel

(2.27)

where y[n] is the received signal sample at time instant n, at the SU side, w[n] is the
noise signal usually assumed Gaussian, s[n] is the PU transmitted signal, and h is
the channel between the PU and the SU, assumed to be constant during the sensing
process.
The purpose of a hypothesis testing problem is to decide whether hypothesis H0 or
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H1 is true, based on a properly designed testing/decision rule that is optimal in some
sense. The rule usually consists in comparing a metric T computed based on the
signal measured over an observation window of length N , to a threshold ξ, i.e.,
H1

T (N ) ≷ ξ.

(2.28)

H0

When the parameters underlying the signal models are assumed to be known, the
decision metric is often expressed as a likelihood ratio. Indeed, the Likelihood Ratio
Test (LRT) is optimal in the Neyman-Pearson sense, i.e., it maximizes the probability
of detection PD , for a target probability of false alarm Pf a . The Neyman-Pearson
criterion is also referred to as the Constant False Alarm Rate (CFAR) criterion. In a
more practical scenario, one or more parameter involved in the likelihood functions,
is not exactly known, then the Generalized Likelihood Ratio Test (GLRT) replaces
uncertain parameters by their Maximum Likelihood Estimates (MLE).

2.3.2.2

Performance Evaluation

Because it is formulated as a hypothesis test, the performance of a SS method is
usually evaluated in terms of the Receiver Operating Characteristic (ROC) curve,
which plots the probability of detection PD against the probability of false alarm Pf a
at various threshold settings. Practically, a challenging task consists in selecting a
proper value for the decision threshold in (2.28), in order to meet the CFAR criterion
(the maximum allowable Pf a as specified by the system). Indeed, the appropriate
value is determined based on the knowledge of the cumulative distribution function
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(CDF) F0 of the test statistic under hypothesis H0 . Formally, we have:
Pf a = P (T > ξ|H0 )
= 1 − F0 (ξ)
⇒

(2.29)

ξ = F0−1 (1 − Pf a )

When the CDF could not be expressed in closed-form, the random matrix theory has
been of great help to provide asymptotic results to derive concrete threshold values.
The number of samples N is also a crucial parameter that directly impacts the
overall sensing duration through the underlying sampling time and the computational
complexity of computing the test statistic T (N ). Indeed, as the PU activity is rapidly
changing, a CR is required to quickly identify spectrum opportunities. In this scope,
SS methods are usually evaluated on the bases of the minimum required samples to
achieve a target PD and Pf a .
Typically, CR operates at low SNR (e.g., in the case of hidden nodes). Then, the
reliability of SS methods are also usually analysed by considering the detection rate
at various SNR levels.
2.3.2.3

Spectrum Sensing Methods

A wide range of SS methods have been derived using different prior information [80].
They can be categorized into the following general classes:
Energy Detection This is the simplest and most popular technique for SS, because
it does not require any information about the PU signal. It compares the energy of
the observed signal to a threshold that depends on the noise floor. It is derived as a
LRT under the white Gaussianity assumption on both the PU signal and the noise.
The reliability of Energy Detection (ED) is strongly affected by noise uncertainty
which explains its poor performances at low SNR. This phenomenon is commonly
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referred to as the SNR wall.

Cyclostationarity Detection A digitally modulated signal typically exhibits hidden periodicities in its structure, induced by periodic patterns inherent to the signal
generation mechanism, and related to symbol rate, chip rate, channel code, the insertion of a cyclic prefix, etc. Formally, a cyclostationary signal can be modeled as a
stochastic process whose statistical properties are periodic in time [81]. For example,
in second-order cyclostationarity, the cyclic autocorrelation function (CAF) is defined
as the coefficients of the Fourier series expansion of the periodic autocorrelation function. The CAF depends on the so-called cyclic frequency α, and the lag parameter
τ . The CAF of a cyclostationary signal exhibits spectral lines at a discrete set of
cyclic frequencies, and this feature can be extracted to detect PU signals. Indeed, the
background noise is only stationary and has no cyclic features. This is why Cyclostationarity Detection (CD) has been considered for SS as an alternative approach to
overcome the noise uncertainty problem of ED. A number of GLRTs has been derived
to test the presence of cyclostationarity at a single cyclic frequency [82] and multiple
cyclic frequencies [83]. Eventhough cyclostationary detection achieves high detection
probability even under low SNR, this comes at the cost of a high computational complexity and a long observation time. Practical strategies involves two-stage detection
with an ED-based coarse detection followed by a CD-based fine detection to resolve
the noise uncertainty.

Covariance-based Detection The covariance matrix catches the correlations among
the signal samples, and has generally a specific known structure that could be exploited in SS, to differentiate signal from noise. In this scope, the sample covariN
1 X
b
y(n)y(n)H , where y(n) ∈ CM corresponds to
ance matrix is defined as Ry =
N n=1
one of two possible cases (1) the received time-domain signal over the time window
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n : n + M − 1, in which case M refers to the smoothing factor, and temporal correlation is due to redundancy introduced in the signal, oversampling, or multipath
channel, or (2) a vector of the received signals at time instant n at multiple receive
antennas of the SU, in which case M refers to the number of antennas, and spatial
correlation is due to the multi-antenna architecture. Different assumptions on the statistical covariance matrix structure has translated into many GLRT-based detectors
and has inspired many other ad hoc eigenvalue detectors, for the single and multiple
PU assumption. Let λmax = λ1 ≥ λ2 ≥ · · · ≥ λM = λmin be the eigenvalues of the
sample covariance matrix, and P be the number of active PUs. The following table
summarizes the most popular methods analysed in the literature:
Table 2.1: Popular covariance-based detection methods.
Method
Maximum Eigenvalue [84]
Max /

P

λi6=1 [85]

Sphericity Test [86]
John’s Detector [87]
Optimal in low SNR

MME [88]
Hadamard Test [86]
Wilk’s Detector [89]
Covariance Absolute Value [90]
*

Covariance Structure
Rw = σw2 IM , σw known
Rs = σs2 hhH , P = 1
Rw = σw2 IM
Rs = σs hhH , P = 1
Rw = σ 2 IM ,
Rs > 0, P ≥ 1
Rw = σ 2 IM ,
Rs > 0, P ≥ 1
Rw = σ 2 IM
Rs = R, arbitrary, P ≥ 1
Rw = Σ2 , diagonal
Rs > 0.
Rw = Ψ arbitrary,
Rs > 0, P ≥ 1
Rw = Σ, diagonal
Rs = R, dense
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b 2
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=
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b
det(R)
b .
det(diag(R))

Q

Ad hoc ⇒

1
m 1+λm .

1
M

b
kRk
PM F
.
2
m=1 |rmm |

Locally Best Invariant.

Feature-based Detection The primary signal waveform is typically properly characterized according to a specified standard. Then, some features of the signaling
scheme of the PU translate into some known signatures that could be exploited for
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the purpose of SS. Moreover, these built-in signatures serve to distinguish the primary
signal from interference and noise. For example, the presence of an ATSC digital television signal could be detected based on the embedded synchronization signals (Pilot
tone, Data Field Sync pattern) [91]. It is also to be noted, that CD is a special type
of feature based detection. Feature based detection is a fine SS approach but is signal
specific and incurs a higher complexity.

CS-based Detection Identifying spectrum opportunities over a wideband spectrum using a high-rate ADC is costly and may even be impractical. Due to the low
percentage of spectrum occupancy, the wideband spectrum is inherently sparse in
the frequency domain, and the power spectrum may be faithfully estimated based on
sub-Nyquist rate samples and CS-based reconstruction approaches. CS-based WSS
generally involves a sparsity order estimation step in order to adjust the sampling
rate. Joint sparsity recovery is typically considered in compressive collaborative SS
to improve the reliability of the detection. While CS was originally proposed for WSS,
more recent contributions exploits sparsity of the PU signal in different domains, such
as time and space.

Chapter 3

Joint Saturation Errors Estimation and Sparse
Recovery for Multi-bit Scalar QCS

In this chapter, we address the problem of scalar QCS, by taking into account the
saturation phenomenon, under an `1 -minimization framework. We propose a joint
estimation approach where both the saturation errors and the signal to be acquired
are recovered. We consider a two-component noise model accounting separately for
the quantization errors and the saturation errors. Based on this model, the joint estimation approach is implemented within a convex optimization, and a greedy search,
frameworks.

3.1

Motivation

A quiet simple approach to explicitly handle the saturation issue in QCS, is to decouple unsaturated and saturated measurements and to address them using different
treatment. The idea is to not involve saturated measurement, considered as outliers,
in a standard CS reconstruction procedure. However, a swamping problem arises. It
consists in classifying non-outlying measurements as outliers. Indeed, consider the
extreme quantization regions that quantize to the same quantization level (up to a
sign). Then, one could distinguish two types of saturated measurements, as illustrated
in Figure 3.1.
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Figure 3.1: Swamping problem.
The dashed blue zones each of width δ and centered around the extreme cross marked
quantization levels, are quantized to the extreme quantization level, similarly to the
dashed red zones. However, the error corrupting the blue zone measurements is
essentially the bounded quantization error. In the sequel, we will refer to those
measurements as artificially saturated measurements. The precision in quantizing
measurements laying within the red zone is unbounded, and those measurements will
be referred to as effectively saturated measurements. Then, measurements quantized
to the extreme quantization level are potentially saturated measurements, and effectively saturated measurements could not be identified according to their level of
quantization.
Based on this observation, the SC approach in [24] remains suboptimal. Indeed,
saturated measurements, even those artificially saturated, don’t contribute in the
denoising process, and saturation is only addressed as a consistency constraint. Hence,
apart from missing a fraction of the quantized measurements because they artificially
saturate, the consistency approach fails to minimize the underlying saturation noise.
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QCS Model

We consider that compressed sensing measurements z ∈ RM are quantized using a
b-bit uniform midrise quantizer operator Qb with quantization interval δ, 2b quantization levels and a saturation threshold g = 2b−1 δ, such that:

y = Qb (z),

z = Φx,

(3.1)

where x ∈ RN is a K-sparse signal with K  N , Φ ∈ RM ×N with M < N is the
measurement matrix, and y ∈ RM is the quantized measurements vector.
The model in (3.1) can be rewritten by considering a two-component noise

y = Φx + e + n,

(3.2)

where e and n ∈ RM account for the saturation noise and the quantization noise,
respectively. Typically, e is a sparse but large error term that corrupts only a fraction
E of the unquantized measurements z, and we have em = 0 or |em | > 2δ , while n is a
dense but small error term (|nm | ≤ 2δ ) affecting all its entries. The only information
available on the support E of e, is that it is included within the known support
S of cardinality S, of potentially saturated measurements defined as S , {m ∈
{1, . . . , M } : |ym | = g − 2δ }. Moreover, the vector e satisfies the following sign
property sign(eE ) = −sign(yE ). By exploiting this partial support information on the
corruption term e, model (3.2) can be adjusted as:

y = Φx + Θs + n and ssupp(s)  2δ ,

(3.3)

where Θ = IS Λ ∈ RM ×S , s = ΛeS ∈ RS , and Λ ∈ RS×S is a diagonal matrix whose
diagonal elements are given by −sign(yS ).
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Φ
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+
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+
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Λ
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Figure 3.2: QCS model.

3.3

Recovery with Perfect Identification of Saturated Measurements

Incorporating saturated measurements in the recovery process, by imposing SC helps
improving the performance over the rejection approach [24]. However, it is not clear
whether it reaches the performance of the oracle assisted rejection scheme where
only effectively saturated measurements yE are discarded. Indeed, it has been shown
in [92], that the optimal recovery strategy to reconstruct a sparse signal x from its
sparsely corrupted measurements y = Φx+Θs, with general Θ and known corruption
term support Σ, is the cancel-then-recover approach, initially proposed in [93]. This
approach begins by projecting the measurements onto the orthogonal complement of
the subspace spanned by the corruption term, using matrix PΣ = I − ΘΣ Θ†Σ , where
(·)† denotes the Moore–Penrose pseudoinverse operator. As PΣ ΘΣ = 0, the corruption term is canceled out from the measurements, and standard recovery methods
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could be applied to recover the sparse signal x from the clean measurements PΣ y.
In our specific setting, the projection matrix, involved in the cancelation approach,
acts simply by zeroing entries of y and rows of Φ indexed by E, which turns to reject effectively saturated measurements. Hence, the rejection approach with correct
identification and removal of effectively saturated measurements is equivalent to the
optimal cancel-then-recover approach.

3.4
3.4.1

QCS with Convex Optimization
Problem Statement

The model in (3.3) incorporates a non-convex constraint on the saturation errors.
We propose to perform robust sparse recovery jointly with saturation error estimation using a convex optimization approach, where the sign property is exploited to
convexify the saturation error constraint. Formally, we solve the following optimization problem:

{b
x, bs} ∈ argmin kx̃k1
x̃∈RN ,
s̃∈RS .

3.4.2

s.t.

(

ky − Θs̃ − Φx̃k2 ≤ 
s̃  0

(3.4a)
(3.4b)

Key Underlying Virtues

The key advantage of the proposed problem formulation is that all M cleaned measurements y − Θs̃ contribute to the denoising constraint (3.4a). Moreover, s could
be seen as a non-negative E-sparse vector with a potentially high fraction of sparsity
E
.
S

By considering the equivalent bi-objective problem formulation of (3.4) with re-

spect to the residual norm constraint (3.4a), and by fixing x̃, the solution bs could be

interpreted as a Non Negative `1 -regularised Least Squares (LS) solution from pseudo-
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observation y − Φb
x. Fortunately, it has been shown that Non Negative Least Squares
(NNLS) is sparsity promoting, albeit no explicit `1 -norm minimization is used, especially for high levels of sparsity [94]. Hence, artificially saturated measurements
would be detected thanks to the built-in s̃ sparsity promoting property of (3.4).

3.4.3

Theoretical Recovery Guarantee

In order to study the stability of the solution of (3.4), we propose" the
# following
x
reformulation of the problem. Let D = [Φ Θ] ∈ RM ×(N +S) , w =
∈ R(N +S) ,
s
and T = [N +1, . . . , N +S]. Then, our observation model of (3.3) could be recast to
the Justice Pursuit (JP) model [95] that leverages the sparsity of the signal and the
corruptions, as follows

y = Dw + n = [Φ Θ]

" #
x
s

+ n,

(3.5)

where w is (K + E)-sparse. Consequently, the proposed optimization problem (3.4)
could be reformulated as

min
w̃∈R(N +S)

kw̃T c k1

s.t.

(
kDw̃ − yk2 ≤ ,
w̃T  0,

(3.6a)
(3.6b)

where the support of its solution contains the smallest number of new additions to
its positive part on T . Surprisingly, the subproblem (3.6a) is simply the innovative
BPDN (i BPDN) problem studied in [96], where partially known support information
on the sparse signal (here w) is incorporated into BPDN.
The JP model and the i BPDN formulation provide the key foundation to prove
recovery guarantee for our proposed method. Firstly, if Φ entries are drawn according
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to N (0, M1 ) and since Θ has orthonormal columns, matrix D is shown to satisfy the
RIP condition [95, Theorem 1]. Secondly, under mild conditions on the RIP constant
of D, and given that knk22 ≤ , the iBPDN has the `2 − `1 instance optimality [96,
Theorem 1] meaning that:

kb
x − xk2 ≤ C0 K − /2 kx − x(K) k1 + C1 ,
1

where C0 and C1 are small parameters. Note that an estimator for  for scalar
quantized measurements, is obtained in [6], by considering the quantization noise as
a random variable uniformally distributed over the quantization bin. Motivated by
these results, the stability of the proposed recovery approach and its robustness is
guaranteed, regardless of the additional convex sign constraint.

3.5
3.5.1

QCS with CoSaMP-based Greedy Search
Motivation

When a prior knowledge on the sparsity level of the signal to be acquired is available,
greedy methods constitute a fast and efficient alternative to the optimization-based
approach. In addition, greedy search is an appealing heuristic strategy to address nonconvex optimization. In this context, a customization of CoSaMP has been introduced
in [24], to handle the saturation issue in QCS. The basic CoSaMP algorithm considers
the following optimization problem:

min ky − Φe
xk22

e∈RN
x

s.t. ke
xk0 ≤ K.

After initialization, each CoSaMP iteration repeats five steps:
1. Compute a proxy of the residual as ΦT r,

(3.7)
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2. Identify a support candidate Ω by merging the best 2K-term sparse approximation support of the proxy and the signal support from the previous iteration,
bΩ ← argminxe∈R|Ω| ky−
3. Compute a signal estimate using LS on candidate support x
ek22 ,
ΦΩ x

4. Prune the support via the best K-term approximation,
5. Update the residual r = y − Φb
x.
Obviously, the CoSaMP algorithm is not directly applicable, in the presence of saturated measurements, that behave as outliers in the LS fitting at step 3. Discarding
saturated measurements is, undoubtfully, a simple solution to overcome this issue.
To prevent throwing potentially valuable information captured by saturated measurements, it is more judicious to incorporate them appropriately in the reconstruction
process. In [24], the SC constraint

−ΘT Φx  g − δ,

(3.8)

is relaxed by softly incorporating it into the signal estimation step of CoSaMP, as
follows:

bΩ ← argmin kyS. c − ITS c ΦΩ x
ek22 + k (g − δ)1 + ΘT ΦΩ x
e
x
e∈R|Ω|
x



k2 ,
+ 2

(3.9)

where 1 denotes the unit vector and the function (·)+ acts by zeroing the negative
elements. In this minimization subproblem, the first term accounts for the fitting
error, with respect to yS c , due to quantization noise and the second one-sided `2 -norm
term penalizes saturation violation with respect to yS . Indeed, hard SC-CoSaMP is
prone to infeasibility, and allowing saturation violation, via soft SC, ensures feasible
solutions even with erroneous signal support candidate or in the presence of noise.
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However, it is not clear whether the one-sided `2 -norm penalty in soft SC-CoSaMP, is
optimal. Besides, the choice of the penalty parameter that balances the conventional
LS objective and the SC violation, is not addressed.

3.5.2

Problem Statement

In order to retain all the potential of the saturated measurements, we build upon
model (3.3) and propose a greedy method, based on CoSaMP, to solve the following
optimization problem:

min ky − Θes − Φe
xk22

e∈RN
x
e
s∈RS

s.t.

(

ke
xk0 ≤ K,

(3.10a)

s̃i ∈ {0} ∪ [ 2δ , +∞[.

(3.10b)

Similarly to the convex optimization-based approach proposed in the previous section,
y − Θes is a clean measurements vector obtained by removing the saturation noise
producing annoying outliers, and all M cleaned measurements contribute to the LS
objective. However, this is a non-convex optimization problem. Greedy methods for
CS, are tailored to address the sparsity constraint. In the next section, we will show
how a greedy method like CoSaMP, could incorporate the more faithful SC constraint
to implicitly accounts for the existence of artificially saturated measurements and
effectively saturated measurements.

3.5.3

Key Enabler for the Proposed Method

We propose to solve problem (3.10) via a model-based CoSaMP, where the signal estimation and the residual computation steps are modified according to the model in
(3.3). A key enabler for the proposed approach, is that at each iteration of CoSaMP,
the signal estimation task is performed by considering a reduced cardinality support
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candidate Ω such that |Ω| ≤ 3K < M . Hence, the underlying system is overdetermined. As the signal of interest is corrupted by a non-negative, presumably sparse
and unbounded saturation noise term, we borrow from [97] and [94]. In the context
of error correction coding [97], a method is proposed to recover a general (not sparse)
signal from its noisy and corrupted encoded measurements. Formally, the received
distorted codeword is modeled as b = Ax + e + n where A ∈ RM ×N with M > N ,
is the coding matrix, e is a gross but sparse noise term and n is a small but dense
noise term. By leveraging the sparsity of the corruption term, the following cancelthen-recover decoding approach was proposed in [97] to recover x. First, the signal
term is canceled from the measurements, by projecting them, using the matrix Q,
onto the orthogonal complement of the space spanned by the columns of A, such that
QT A = 0. Then, the sparse corruption term is estimated as
ê = argmin kẽk1
ẽ∈RM

s.t. kQT (b − ẽ)k22 ≤ .

(3.11)

Finally, x is recovered using a clean LS solution x̂ = (AT A)−1 AT (b − ê).
This cancel-then-recover approach is not directly applicable in our context. Recall
that partial support information is already incorporated into the observation model
(3.3) by substituting the M -dimensional saturation noise e by the S-dimensional
potential saturation noise s. Given artificially saturated measurements, only (S − E)
elements of the saturation noise s are effectively zeros and s could be thought as a
non-negative E-sparse vector with potentially high fraction of sparsity

E
.
S

Hence,

recovering the corruption term s using the `1 -norm minimization in (3.11), is likely
suboptimal.
Fortunately, incorporating a sign-constraint into the LS problem, leading to the
Non-Negative Least Squares (NNLS) formulation, is shown to be an effective sparsitypromoting regularization [94]. If b = Ax+n, and x  0, then x̂(NNLS) = argminxe0 kb−
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Ae
xk2 . Besides, NNLS does not require a tuning parameter. Subsequent hard thresholding of the NNLS solution, yielding the thresholded NNLS (tNNLS) solution x̂(tNNLS) =
Hλ (x̂(NNLS) ), where λ is the minimum amplitude prior on sparse x, shows a performance gain with regard to support recovery. Particularly, tNNLS outperforms the
threshold non-negative `1 -norm minimization, in the difficult regime characterized by
a high sparsity level.

3.5.4

Proposed CoSaMP-based Method

We propose to apply the cancel-then-recover approach of [97] within the signal estimation step of CoSaMP, by substituting the LS corruption estimation step in (3.11)
by a tNNLS estimation with λ = 2δ , where partial knowledge of the saturation noise
sparsity pattern is incorporated into sparse Θ.
At each iteration, once a support candidate is identified, we pretend to cancel
out the signal contribution from the measurements, using an orthobasis Q of the
orthogonal complement of the column span of ΦΩ . Then, we aim to estimate the
saturation noise, using a NNLS estimation instead of the `1 -norm minimization of
(3.11), as
bs ← argmin kQT y − QT Θs̃k22 .

(3.12)

s̃0

By leveraging the sign constraint on the saturation noise, NNLS is expected to perform
better, albeit no explicit `1 regularization is employed, especially given that the corruption term s is not sufficiently sparse. Moreover, NNLS does not require any parameter tuning whose choice is problematic especially in the first iterations of the greedy
pursuit for which the prior signal cancelation step is potentially erroneous. Upon

convergence, we estimate the saturation noise support as Σ = supp Hδ/2 (ŝ(NNLS) ) .
Then, we refine the signal estimate, by considering a last run of the cancel-then-recover
procedure using ΘΣ and Ω = supp(b
x).
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Algorithm 1 summarizes the proposed modified CoSaMP.
Algorithm 1 Proposed Modified CoSaMP
Require: CS matrix Φ, quantized measurements y, sparsity level K
b ← 0, r ← y
1: x
{initialize}
2: while halting criterion false do
3:
p ← ΦT r
{form signal proxy}
b)
4:
Ω ← supp(p(2K) ) ∪ supp(x
{identify signal support}
5:
{bΩ , b
s} ← Cancel-Then-Recover(ΦΩ , Θ, y)
bΩc ← 0
{estimate signal on candidate support}
b ← b(K)
6:
x
{prune signal support}
b
7:
r ← y − Θb
s − Φx
{update residual according to model}
8: end while
b)
9: Ω ← supp(x
{focus on signal support}
10: Σ ← supp(Hδ/2 (b
s))
{prune saturation noise support via t-NNLS}
bΩ , b
11: {x
sΣ } ←Cancel-Then-Recover(ΦΩ , ΘΣ , y)
{refine estimates}
12: function Cancel-Then-Recover(A, B, y)
13:
Q ← null(AT )
14:
s ← argmins̃0 kQT (y − Bs̃)k22
15:
b ← (AT A)−1 AT (y − Bs)
16:
return b, s
17: end function

3.6

{form ⊥ compl.}
{estimate corruption via NNLS}
{estimate signal via clean LS}

Simulation Results and Discussions

In this section, we present results based on computer simulations, to depict the performance gain of the proposed joint estimation approach, in comparaison with the
SC, and the rejection approaches of [24]. Unless otherwise stated, the general-purpose
convex optimization package CVX [98], which is an interior point method solver, is
used to implement the optimization problems involved in the considered reconstruction methods.
In each simulation trial, the M × N measurement matrix Φ is generated from
an i.i.d. Gaussian distribution with mean zero and variance 1/M . The K-sparse
signal x, with support selected uniformly at random in {1, . . . , N }, is drawn from
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an i.i.d Gaussian distribution and then normalized to have unit `2 -norm. For all
the experiments, we set N = 1000 and K = 20 and measure the reconstruction
performance by the Reconstruction Signal-to-Noise-Ratio RSNR , −20 log10 (kx −
bk2 ), where x
b is the reconstructed signal. RSNR results are averaged over 100 Monte
x

Carlo trials. The saturation rate

S
,
M

averaged over 1000 trials, depends not only on

g and δ but also on M . Indeed, column normalization (in expectation) of Φ imposes
an M-dependent dynamic range for the measurements.
Graphs plotted with two y-axis, depict the RSNR following the scale on the left
vertical axis, and the saturation rate associated with the right vertical axis.

Comparaison under the convex optimization framework
For the sake of comparaison, we also consider the oracle assisted rejection approach,
where effectively saturated measurements are assumed to be identified by an “oracle”,
as the reference approach for performance comparaison. Furthermore, we consider
oracle values for ,  = kySc − zSc k2 or  = kyEc − zEc k2 where applicable, for a
fair comparaison of the intrinsic performance of each method, avoiding performance
degradation due to sub-optimal tuning of parameter .
In the first experiment, we consider a coarse quantization with a bit-depth b = 2
and we vary the saturation level g over the range [0, 0.4], under two measurement
regimes M = 200, 700. Figure 3.5 depicts the average RSNR of all considered methods. All the RSNR curves meet as the saturation rate is effectively zero. Indeed, in
the unsaturated quantizer regime, all the methods reduce to the basic BPDN method.
The proposed approach and the consistency approach achieve their optimal RSNR
performances at a nonzero saturation rate, which confirms the benefit of saturated
measurements in sparse recovery from quantized measurements. The optimal operating point for each approach represents the best tradeoff between the fraction of
outlying measurements (sparsity of the corruption term) and the precision of the rest
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Figure 3.3: RSNR versus the saturation level g, with N = 1000, K = 20 and b = 2.
of measurements (quantization noise level). Only the proposed approach reaches the
oracle assisted rejection approach performance at the same operating point for each
parameter settings. This demonstrates the efficiency of the proposed method over
the SC method, in terms of robustness against saturation.
In the second experiment, we vary the bit-depth and report the maximal RSNR
performances under optimal operating conditions on g for each method, in Figure
3.4. The curve of the proposed joint estimation approach coincides with that of
the oracle-assisted rejection approach. This illustrates the fact that our method is
implicitly capable to blindly identify artificially saturated measurements and to keep
them involved in the reconstruction scheme. In addition, the performance gain of
the proposed method is essentially significant under the coarse quantization regime
(b = 2).

Comparaison under the greedy framework
For the sake of comparaison, we consider two variants of SC-CoSaMP, implementing
soft and hard SC, and denoted hSC-CoSaMP and sSC-CoSaMP, respectively. The
signal estimation step within the proposed CoSaMP-based method, is implemented
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Figure 3.4: RSNR versus the bit-depth b, with N = 1000, K = 20 and M = 200, 700.
using the lsqnonneg MATLAB routine.
In the first experiment, we consider a noiseless setting, where the quantizer is
the unique source of measurements distortion. Figure 3.5 depicts the RSNR of the
three algorithms, over the range [0, 0.4] of the saturation threshold, for b = 2, 4 and
M = 200, 700. Once again, all RSNR curves tend to meet as the saturation rate
get closer to zero, since in the unsaturated regime, all the methods reduce to the
basic CoSaMP. The three methods achieve their optimal RSNR performances at a
nonzero saturation rate, which confirms the benefit of saturated measurements for
sparse recovery. The optimal saturation rate for each method, achieves the best precision/saturation tradeoff. Indeed, an increasing fraction of saturated measurements
implies a reduced quantization noise for a given bit-depth. At the same time, the saturation rate should remain small enough, i.e., the saturation errors should be sparse
enough, in order to guarantee a sufficient number of the more precise measurements
(i.e. those unsaturated) to guarantee more reliable reconstruction. Moreover, the
optimal saturation rate increases with the number of measurements M . For instance,
for b = 4, the proposed method achieves a maximum RSNR of 32dB and 42dB,
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Figure 3.5: RSNR versus g, with N = 1000, K = 20, b = 4, and different bit-depths
b and measurement regimes M .
at a saturation rate of 38% and 64%, at the low and high measurement regimes,
respectively. The proposed method outperforms the sSC-CoSaMP method with a
higher maximum RSNR (around 5dB gain, for b = 2), at a higher optimal saturation
rate. In other terms, the proposed method provides higher robustness with respect
to the saturation issue. It achieves a higher to comparable performance gain over
the hSC-CoSaMP method, in terms of maximum RSNR, and provides a substantial requirement by maintaining feasibility. Indeed, hSC-CoSaMP is prone to severe
failures, due to potential support candidate mis-identification. This is shown by bro-

3.6. Simulation Results and Discussions

60

ken curves reflecting potential infeasibility, near its optimal saturation rate, in the
high measurement regime, and negative RSNR reflecting local minimum convergence,
towards high saturation rates.
In Figure 3.6, we illustrate the performance gain due to the increase of the quantizer bit-depth b, at the low measurement regime M = 200.
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Figure 3.6: RSNR versus b, with N = 1000, K = 20, and M = 200
Solid lines depict the average RSNR, while dashed lines are associated to the corresponding saturation rate. The proposed joint estimation method, along with hSCCoSaMP (recall that hSC-CoSaMP is used here for the sake of comparaison, but the
problem of infeasibility makes it impractical for use) show an increasing performance
gain, that tends to almost 6dB/bit, as b increases. However, the performance of sSCCoSaMP stagnates from 8 bit, which definitely confirms its inherent sub-optimality.
In the second experiment, we consider a noisy setting, where an interference
u ∈ RN is present on the input signal. Formally, we acquire y = Qb (Φ(x + u)).
We generate the signal noise from an i.i.d. Gaussian distribution with mean zero
and variance σu2 . We tune the signal noise variance σu2 , to obtain a desired Input


E[kxk2 ]
Signal-to-Noise-Ratio, defined as ISNR , 10 log10 E[kuk22 ] = −10 log10 (N σu2 ).
2
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Figure 3.7 depicts the average RSNR of the three algorithms, with the same experimental setup as for Figure 3.5, except that an ISNR of 10dB is considered. As
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Figure 3.7: RSNR versus g, with ISNR = 10, N = 1000, K = 20, and different
bit-depth b and measurement regimes M .
expected, hSC-CoSaMP shows a dramatic performance decrease and becomes the
less reliable method. The proposed method provides the best performances, especially at the high measurement regime and for b = 2, where it shows more robustness
to coarse quantization, with 3dB and 5dB gain in terms of RSNR in comparaison
with sSC-CoSaMP and hSC-CoSaMP, respectively.
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In order to show the impact of the quantizer bit-depth b, in a noisy setting, we
vary b in the range [2, 16], let M = 200, and depict the average RSNR in Figure 3.8.
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Figure 3.8: RSNR versus b, with ISNR = 10, N = 1000, K = 20, and M = 200

3.7

Conclusion

We have proposed a simple method to improve the robustness of scalar QCS, to
the saturation phenomenon, by jointly estimating the sparse vector of saturation
errors and the sparse signal of interest. The saturated measurements were involved
in both a consistency constraint and an `2 data-fidelity penalty, within a convex
optimization-based and a greedy-based reconstruction methods. The simplicity of
the convex optimization framework and that of the greedy framework justify the
relatively small, yet non negligible, performance gain demonstrated by simulations.
We claim that a non-convex optimization framework would provide better results,
which will be studied in the next chapter.

Chapter 4

Multi-bit Scalar Quantized Compressed Sensing
Using Graduated Non-Convexity

In this chapter, we revisit the problem of sparse signal recovery for QCS with saturation, by considering the target `0 minimization problem with a QC constraint. To
address the non-convexity of the problem, we apply the GNC methodology. We propose two reconstruction approaches that implement GNC. The simpler one consider
successive non-convex scaled approximations of the `0 quasi-norm combined, at each
iteration, with a convex relaxation approach that results into a reweighted `1 minimization procedure. A more sophisticated approach considers a soft application of the
QC constraint and a progressive refinement towards tight QC, by considering successive scaled smooth approximations of the quantization operator itself. The resulting
subproblems are amenable to the application of recent proximal splitting methods for
non-smooth non-convex optimization. We provide simulation results showing the substantial performance gain of the proposed approaches and the merit of the so-called
doubly-relaxed GNC approach over the one involving a single relaxation parameter.

4.1

Target Problem

To compensate for compression losses due to dimensionality reduction, as well as
quantization, we consider the most sparsity-inducing prior, namely the `0 -norm. Be-
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sides, we enforce a quantization consistency constraint that naturally handles the
saturation issue. Then, we aim to find a sparsest consistent solution to the QCS
problem by considering the `0 -QC optimization problem:

min kxk0

x∈RN

s.t. Qb (Φx) = y.

(4.1)

Due to the lossy nature of the quantization step, problem (4.1) has infinitely many
solutions. However, we claim that a fair quantization precision along with an optimal
saturation rate would positively impact the dispersion of the solutions so that they
share the same support, with high probability. Then, solving the `0 -QC problem
would generate a fair solution. This claim will be investigated in more details in the
next sections of this chapter.
As we are dealing with a scalar quantization scheme, the QC constraint is obviously a linear inequality constraint. To be precise, let Φ+ and Φ− denote row
submatrices of Φ, corresponding to the positively saturated and the negatively saturated measurements, respectively and let Φ∗ be its row submatrix corresponding to
the remaining measurements. Then, it can be easily verified that the QC constraint
is equivalent to the following linear inequality:

Qb (Φx) = y

⇔

Φx ≤ y,

(4.2)

where Φ = [ΦT∗ , −ΦT∗ , −ΦT+, ΦT− ]T ∈ R(2M−S)×N with S being the number of saturated
measurements, and y is the vector of thresholds with respect to the measurements.
Then, the `0 -QC problem in (4.1) could be written as:

min kxk0

x∈RN

s.t. Φx ≤ y,

(4.3)
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where the problem at hand is to recover a sparsest solution over a polyhedral set.
However, the discontinuity of the `0 -norm makes it impractical for use in optimization based reconstruction. Indeed, the `0 -norm could be written using the non-zero
P
indicator function, as kxk0 = N
i=1 s(|xi |), where s(x) = 0 for x = 0, and s(x) = 1

otherwise. To cope with this difficulty, without restricting the optimization procedure to a single tractable approximation of it, we propose a successive approximation
approach, thus allowing optimization over coarse-to-fine levels of accuracy, following
a path of gradually improved solutions.

4.2

GNC Over Sparsity

In this section, the GNC methodology is applied to handle the non-convexity of the
`0 -norm.

4.2.1

Approximation Problem

Following the idea of [45], we consider a scaled continuous relaxation function for `0 ,
P
where kxk0 ≈ Fσ (|x|) = N
i=1 fσ (|xi |), fσ (x) , f (x/σ) for σ > 0 and f : (x0 , ∞) →
R, with x0 < 0, is a real analytic function verifying the following properties:
• f (x) = 0 ⇔ x = 0;
• f is concave on its domain;
• lim f (x) = 1.
x→+∞

Examples of such functions are f1 (x) = 1 − e−x , and f2 (x) =

x
.
1+x

The LEP, i.e.,

f1 , will be used in this chapter. By definition of f , as σ → 0+ , fσ provides a
progressive refined measure of the non-zero indicator function and thus yields a scaled
approximation of the `0 -norm with increasing approximation accuracy [99]. More
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precisely, we have lim+ Fσ (x) = kxk0 . In addition, it can be shown, following the
σ→0

proof in [100, Theorem 1], that a properly scaled version of Fσ converges to k · k1 ,
i.e., lim Fσ (x) ∝ kxk1 . As recently proved in [101], Fσ minimization is equivalent
σ→+∞

to the convex `1 -minimization for σ sufficiently large and to `0 -minimization for σ
sufficiently small.
Figure 4.1 illustrates the behavior of the approximating function f1 for different scale parameter values. As clearly shown, parameter σ dictates the slope of the
approximating function, and monotonically controls the tradeoff between the approximation accuracy and the non-convexity rate.

|x|0

−3

−2

−1

|x|

0

1 − e−|x|/σ
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2

3

Figure 4.1: `0 approximations, σ = 0.1, 0.2, 0.5, 1.
Then, we consider the following approximating problem for `0 -QC:

min Fσ (|x|) s.t. Φx ≤ y.

x∈RN

(4.4)
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Solving The Approximation Problem via Reweighted
`1

In order to take advantage of the concavity of Fσ in the positive orthant, we introduce
+
the variable conversion suggested in [45], u = [x+ , x− ] ∈ R2N
+ , where x = max(x, 0)

and x− = −min(x, 0). Then, it can be verified that the approximate problem (4.4)
can be equivalently formulated as:

min Fσ (u) s.t. u ∈ P,

(4.5)

u∈R2N

where the objective function is concave and bounded from below over the feasible
solution set
P = {u ∈ R2N ,

[Φ, −Φ]u ≤ y,

u  0}.

A common way to solve a concave optimization problem, is to apply a MajorizeMinimize (MM) iterative procedure where the surrogate function is constructed from
the linearization of the objective function around the current iterate. More precisely,
to solve (4.5), we proceed iteratively by majorizing Fσ (u) by h∇Fσ (uk ), u−uk i, based
on its concavity. Hence solving (4.5) amounts to iteratively solve the linear program:

uk+1 = argminh∇Fσ (uk ), ui s.t. u ∈ P.

(4.6)

u∈R2N

Problem (4.6) could be cast into the following reweighted `1 -norm minimization:
xk+1 = argmin kWxk1
x∈RN

where W = diag(∇Fσ (|xk |)).

s.t. Φx ≤ y,

(4.7)
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GNC-based Algorithmic Framework

Obviously, fixing σ causes two major inconveniences. First, the choice of an optimal σ, is not straightforward. It reflects a tradeoff between the accuracy of the
approximation and the amount of non-smoothness. The scale parameter σ dictates
the number of stationary points and the depth of the attraction valleys, and hence
controls the convergence properties of candidate algorithms for solving (4.4). Second,
the non-convexity of the problem, for any σ > 0, suggests that, standard first-order
optimization methods would only produce a local minimum, and that the impact of
initialization is crucial.
To avoid poor solutions associated to a coarse approximation (large σ), and complex optimization problems that are hard to solve from scratch, for fine scales σ, we
propose a continuation-based algorithmic framework according to the GNC methodology. Motivated by the fact that Fσ (|x|) behaves like kxk1 when σ → +∞, we start
by solving the convex optimization problem:

min kxk1

x∈RN

s.t. Qb (Φx) = y.

(4.8)

The solution of (4.8) serves as the initial guess for the solution of the target problem,
and is used for warm starting on the first iteration of the GNC procedure, which
iterates over a gradually decreasing sequence of σ. The choice of σ at each iteration
is crucial to the success of the entire continuation procedure. Indeed it is responsible
for the proper implementation of the warm starting strategy, throughout the intermediate approximation levels, as well as at the first iteration of the GNC procedure.
Precisely, a carefully chosen large value for σ (and not an arbitrary large one) ensures
warm-starting for the first non-convex approximation problem, from the solution of
the convex relaxation of the target problem. From iteration to iteration, we follow
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a path of gradually improved solutions along a sequence of non-smooth non-convex
optimization problems that progressively promote sparsity. Then, the proposed algorithmic framework, as described in Algorithm 2, incorporates two nested loops. The
inner loop serves to solve the approximate problem for a fixed scale parameter, using
a suitable optimization method. The outer loop implements the GNC methodology,
by updating the GNC parameter σ. The two loops are related by warm starting as the
output of one outer iteration serves as a good starting point for the inner iteration.

Algorithm 2 GNC over sparsity for QCS
Require: Φ, y, Fσ
Initialize: x(0) ← solution to problem (4.8), σ (0)
k=0
repeat outer loop
{GNC Iteration}
(0)
(k)
j = 0, u = x
{Warm-Starting}
repeat inner loop
{Reweighted `1 Iteration}
j =j+1
W = diag(∇Fσ(k) (|u(j−1) |)).
u(j) = argminx∈RN kWxk1 s.t. Φx ≤ y.
until acceptance criterion holds
k = k + 1, x(k) ← u(j)
update: σ (k)
{Scale Refinement to Improve the Solution}
until termination criterion holds

4.2.4

Implementation Issues

Proper initialization and decrease rules for σ, as well as judicious stopping criteria are
essential to provide good local solutions with an acceptable computational load. From
a GNC point of view, decreasing σ causes the objective function to be more fluctuating
with eventually more stationary points and deeper attraction valleys. Fixing the
decrease rules may lead to getting trapped in a bad valley. Tracing the solution
path along a fine grid of σ, may avoid this problem, but at the price of an increasing
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computational load. A good compromising solution, is to set an adaptive decrease rule
for σ that adequately controls the fluctuation rate of the approximate function Fσ , so
that each endpoint of the descent iteration at a given scale, is a relevant startpoint
for the next finer scale, i.e., that it lies in the attraction valley of a global minimum
of the current scale. The adaptive rule may be set following a relevant interpretation
of σ. For example, noting that:


 1, if x  σ,
fσ (x) '

 0, if x  σ,

(4.9)

σ could be interpreted as a threshold that designates larger components as true nonze(k)

ros and smaller ones as potentially false nonzeros. Let I (k) = {i , 0 < |xi | < σ (k−1) },
then it is reasonable to take I (k) , as an estimate of the potentially false nonzero locations of x(k) . This interpretation inspires the following rules to set σ.

4.2.4.1

Initialization of σ

Obviously, we should start the iterations using a sufficiently large value of σ. In this
scope, it is easy to verify that for a decreasing σ, fσ(0) (x) < fσ(k) (x) < fσ(k+1) (x), for
all x. In addition, given the dispersive nature of the solution of the `1 minimization,
a conservative approach is to consider that all nonzeros of x(0) are potentially false
(0)

nonzeros, i.e. σ (0) > max{|xi |}, in virtue of (4.9). In the sequel, we set σ (0) =
(0)

2 max{|xi |}.
4.2.4.2

Decrease rule for σ

As σ is gradually decreasing, some of the components of the current x(k) would exceed
(k)

σ (k−1) . Then, it is reasonable to ask whether the most significant components of xI (k)
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are true zero components. Then, we propose the following adaptive update rule:
(k)

(k)

σ (k) = mean(xI (k) ) + std(xI (k) , ),

(4.10)

where mean and std denote the sample mean and the standard variation, respectively.

4.2.4.3

Stopping criteria

A simple stopping criterion is to measure the relative change between successive
estimates for the inner and the outer loops, i.e., to adopt
ku(j) −u(j−1) k2
ku(j−1) k2

kx(k) −x(k−1) k2
kx(k−1) k2

< 1 , and

< 2 , for the termination criterion of the outer loop and the acceptance

criterion of the inner loop, respectively. The GNC methodology suggests that it is
not necessary to run the inner loop until convergence. Then 1 can be set an order
of magnitude smaller than 2 . We set 1 = 10−4 , and 2 = 10−3 . Besides, it is also
reasonable to stop the iterations when the scale σ becomes smaller than a predefined
threshold σmin , under which Fσ is extremely nonsmooth.

4.2.5

Simulation Results

In this section, we demonstrate the performance gain of the proposed GNC-based
algorithmic Framework over two benchmark `1 recovery approaches that handle saturation errors. More precisely, we consider the `1 -QC method [102] and the Saturation
Consistency (SC) method, denoted here `1 -`2 /SC, [24]. The `1 -`2 /SC method decouples the measurements and uses a SC constraint on the saturated measurements and
an `2 -norm constraint over the remaining ones.
All the methods were implemented using the CVX package [98]. For each trial,
a new M × N measurement matrix Φ is randomly generated with its entries drawn
from a zero-mean,

1
-variance
M

Gaussian distribution N (0, M1 ). For each realization of
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the K-sparse signal x, the support is selected uniformly at random from all possible
supports of cardinality K, the non-zero entries are drawn independently from N (0, 1),
and x is scaled to unit `2 -norm.
b,
For the sake of comparison, we consider the -support of the reconstructed signal x

defined as -supp(b
x) = {i | |xi | > } where  is a small positive value used to prune
out negligible non-zeros, and we consider the following performance metrics:
bk2 ), where
• The Reconstruction Signal-to-Noise-Ratio RSNR , −20 log10 (kx − x
b is the reconstructed signal;
x

• The number of False Non-Zeros (FNZ) and the number of False Zeros (FZ);
• The probability of successful support recovery i.e. the probability of the event
SE = 0, where SE , FZ + FNZ stands for Support Error.
For all experiments, we set  = 10−7 , 1 = 10−4 , 2 = 10−3 , σ (0) = 2 max(|x|) and
σmin = 10−7 . We use an oracle bound for the `2 -norm constraint within the `1 -`2 /SC
method, namely kyT − zT k2 , where T is the support of non-saturated measurements
i.e. T = {i, |yi | < g − 2δ }.
In the first experiment, we set K = 10, M = 250, N = 500, b = 4 and we tune
the saturation rate by varying the saturation level g over the range ]0, 0.4]. For the
proposed `0 -QC approach, the maximal inner iterations number is set to 10, in order
to tradeoff computational complexity at sub-optimal saturation rates. Figure 4.2
depicts the RSNR performance and the saturation rate, indicated on the left vertical
axis and the right vertical axis, respectively. Results are averaged over 100 trials.
As shown, all the methods reach their optimal performances at non-zero saturation
rates. The proposed approach provides a substantial reconstruction performance gain
(15 dB) with a higher saturation rate at its optimal operating point.
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Figure 4.2: Average RSNR versus the saturation level g, with K = 10, M = 250,
N = 500 and b = 4.
In the second experiment, we examine the impact of the bit-depth on the reconstruction performance. Figure 4.3 reports the average performance over 500 trials,
at the optimal saturation rate for each method, in terms of (a) RSNR and (b) the
number of FNZ. For the proposed `0 -QC method, we also depicts (c) the successful
support recovery rate and (d) the histograms of support sizes (sparsity levels) of the
recovered signals.
As expected, the proposed approach shows an interesting support recovery capability.
Indeed, the search space induced by the QC constraint is a N -dimensional polyhedron
included within the intersection of many slabs (a slab is the region between two
parallel hyperplanes) defined by the unsaturated measurements. For a given bitdepth, a high saturation rate induces a small step size δ, and consequently thinner
slabs are involved in the definition of the polyhedral solution set. Thus, even though
the polyhedron is unbounded, it is likely to intersect a single K-dimensional subspace,
given a small δ. Of course, the step size δ could not be arbitrary small to ensure a
sufficient number of unsaturated measurements and equivalently a sufficient number
of slabs. As illustrated in Figure 4.3(d), the proposed approach provides a quasi-
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Figure 4.3: Reconstruction performance versus the bit-depth b, with K = 10, M =
250 and N = 500.
sparsest consistent solution of support size K (x is a solution of `0 -QC) with an
increasing probability with the bit-precision. Support sizes slightly greater than K
(11, 12) reflect local minima caused by sub-optimal σ-initialization and update rule,
and stopping rules. Support sizes less than K (7 − 9) are rather related to very small
non-zero components in x, with comparaison to δ. It is also to be mentioned that the
proposed method requires around 3.2 GNC iterations on average, for all bit-depth
settings.
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GNC Over Sparsity and Quantization Consistency

In the last section, we have highlighted the potential of using a deformable non-convex
sparsity-inducing prior that asymptotically approaches the `0 -norm, to improve the
performance of QC-based sparse recovery for QCS. However, as intermediate solutions are enforced to meet tight QC at each iteration, the solution path is potentially
trapped on the bounds of the QC constraint. In this section, we propose a generalized GNC-based algorithmic framework to solve the `0 -QC problem, by tracking the
solution of the problem from approximate (soft) to tight (hard) QC, in conjunction
with the coarse-to-fine sparsity optimization. The purpose of this joint continuationscheme is to favor intermediate solutions with their corresponding unquantized measurements at the centroids of the associated quantization regions, which would positively impact the reconstruction accuracy.

4.3.1

Approximation Problem

In order to enforce intermediate levels of QC, we consider a scaled approximation Qτ of
the scalar quantizer operator, of increasing accuracy with the scale parameter. Then,
we consider a generalized approximation problem, where both the `0 cost function
and the QC constraint are relaxed according to

min Fσ (x) s.t. Qτ (Φx) = y,

x∈RN

(4.11)

where (σ, τ ) ⊂]0, +∞[2 dictate the slopes of the continuous non-convex approximations of the indicator function of set {0} and the Heaviside step function involved in
the definition of k · k0 and Q, respectively.
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Motivated by the design of novel PS algorithms for non-smooth non-convex optimization, we suggest to handle the non-convex soft QC constraint in (4.11), by
considering the associated unconstrained problem formulation:
min λFσ (x) + kQτ (Φx) − yk22 ,
|
{z
}

x∈RN

(4.12)

Fλ,σ,τ (x)

where the sparsity-promoting regularizer is non-smooth, the loss function implying
soft consistency is smooth, and λ is a tradeoff parameter.

4.3.1.1

Solving the Approximate problem via PS

When considering the PS methodology to handle a non-smooth composite optimization problem of the form (2.13), the loss of convexity raises theoretical and algorithmic issues. Recently, different adaptations of the FBS method have been proposed by
considering different assumptions on the underlying cost functions. Particularly, the
Accelerated Proximal Gradient (APG) method [103], is an extension of FISTA, for
non-convex l and r. While APG assumes arbitrary non-convex cost functions with
the gradient of the smooth one being Lipschitz-continuous, its competitors requires
further assumptions. For instance, GIST [104] requires that the function r can be
rewritten as the difference of two convex functions, and IFB [105] requires that the
objective satisfies the Kurdyka-Lojasiewicz inequality. Furthermore, APG is shown
to provide better results in terms of iterations’ number and computing time. For all
the aforementioned reasons, we choose to implement the minimization in (4.12) using
the APG method.
To safely handle the non-convexity of the bi-objective and prevent bad extrapolation points y(j) , the basic APG builds upon the monotone version of FISTA, and
introduces a monitor v(j) to ensure a sufficient descent property in terms of F (x(j) ).
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The APG method involves the following steps:
y(j) = x(j) +

tj−1
(z(j)
tj

− x(j) ) +

tj−1 −1
(x(j)
tj

− x(j−1) ),

z(j+1) = proxµy λr (y(j) − µy ∇l(y(j) )),
v(j+1) = proxµx λr (x(j) − µx ∇l(x(j) )),
√ 2
4tj +1+1
tj+1 =
,
2
 z(j+1) ,
if F (z(j+1) ) ≤ F (v(j+1) ),
(j+1)
x
=
 v(j+1) ,
otherwise

(4.13)

where µx and µy can be fixed and µx < 1/L and µy < 1/L, or dynamically computed
via backtracking line search.
The sufficient descent property is essential to derive the convergence analysis that
shows that every accumulation point1 of the sequence generated by the APG algorithm is a critical point 2 .

4.3.1.2

Choice of the Sparsity Prior

For the PS approach to be applicable, the approximate sparsity-inducing prior should
admit an explicit PS operator. Fortunately, the LEP considered previously does
have a closed-form analytic expression for its PS operator [45, Appendix A], that (1)
gradually interpolates between soft and hard thresholding as σ varies from +∞ to 0,
(2) is continuous for large σ, corresponding to the early stages of the continuation
process, then gradually looses its continuity until reaching hard thresholding (Figure
4.4), and (3) imposes no constraint on σ in terms of µ and λ.
1

A number a is said to be an accumulation point of a sequence (an ) if there exists a subsequence
(ank ) such that limk→∞ ank = a, that is, ∀ > 0, ∃K ∈ N such that if k ≥ K then |ank − a| < .
2
A critical point or stationary point is a point at which the derivative of a function is zero.
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Figure 4.4: proxµλfσ , λ = 1, µ = σ.
4.3.1.3

Choice of the Quantizer Approximation

Mathematically, the scalar quantization operator is a discontinuous function. In order
to apply the non-convex PS approach, we adopt a smoothing strategy, where we
consider a family of continuous multi-scale functionals Qτ , with Lipschitz-continuous
gradient ∇Qτ

Qτ (x) =

with α =

(erf( 2√δ2τ ))−1 ,





αδ
√ )
erf( x−µ
2
2τ


 ax + b,

µ=

round( xδ ),

+ µδ, if |x| < g − 2δ ,

(4.14)

otherwise.

a=

δ2
√ αδ e−( 8τ 2 )
2πτ 2

and b = sign(x)(g − 2δ )(1−a),

where erf denotes the error function and round is the usual round operator.
As shown in Figure 4.5, the closeness of Qτ to the exact quantization function is
monotonically controlled by the scale parameter τ . Besides, it boils down to the
identity when τ → 0.
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Figure 4.5: Quantizer approximation functions, b = 2, g = 0.1.
4.3.1.4

The Initialization Problem

The functions Fσ and Qτ exhibit a monotonic increase of approximation accuracy as
the scale parameters σ and τ evolve from 0 to +∞. Problem (4.11) monotonically
approaches the target highly non-convex `0 -QC problem. In addition, when (σ, τ ) →
(0, 0), as Fσ tends to `1 , and that Qτ tends to the identity, the approximation problem
(4.12) tends asymptotically to the `1 -regularized Least Squares (`1 -LS) problem:
min λkxk1 + kΦx − yk22 ,
|
{z
}

x∈RN

(4.15)

Fλ (x)

where λ is properly chosen. The GNC methodology suggests to start the optimization by addressing the convex `1 -LS, for which a unique solution exists. Then, it is
reasonable to solve the convex bi-objective starting problem (4.15) using a convex PS
method, namely, ISTA.
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Doubly-Relaxed GNC Framework

The generalized algorithmic framework handles the quantization distortion via a nonsmooth GNC approach that follows a path of gradually improved solutions along a
sequence of non-smooth non-convex optimization problems that progressively promote QC and sparsity. This is implemented by considering two classes of multi-scale
continuous approximation functions depicting intermediate QC degrees and sparsityinducing strengths, respectively. The resulting subproblem at each refinement scale is
solved using recent proximal splitting methods for non-smooth non-convex optimization. The generalized framework is summarized by the pseudo-code in Algorithm 3.

Algorithm 3 GNC over sparsity and QC for QCS
Require: Φ, y, Fσ , Qτ
Initialize: λ(0) , x(0) ← solution to problem (4.15), σ (0) , τ (0)
k=0
repeat outer loop
{GNC Iteration}
(0)
(k)
j = 0, u = x
{Warm-Starting}
repeat inner loop
{Proximal Splitting Iteration}
j =j+1
u(j) ← intermediate solution to problem (4.12)
until acceptance criterion holds
k = k + 1, x(k) ← u(j)
update: σ (k) , τ (k)
{Implementing GNC }
(k)
update: λ
{Enforcing Optimality of (4.12)}
until termination criterion holds

4.3.3

Implementation Issues

The doubly-relaxed GNC scheme presented in this section involves three modeling
parameters, namely the scale parameters σ, and τ , and the regularization parameter
λ. Tuning the parameters simultaneously, so as to provide a multi-scale optimization

4.3. GNC Over Sparsity and Quantization Consistency

81

that do not compromise warm-starting at each iteration, is critical, and requires
accurate calibration.

4.3.3.1

Parameters’ Initialization

We propose the following initial values for the parameters involved in the design of
the algorithmic framework:
• The first-order optimality condition of the `1 -LS problem ensures a non-trivial
solution for λ < 2kΦT yk∞ . A small value that favors the solution of its constrained formulation is:
λ(0) = 0.02kΦT yk∞ .

(4.16)

This value is also used in the first iteration of the GNC loop.
• In order to ensure, for a given saturation level g, that the smoothness degree
of Qτ (0) does not depend on the bit-depth b, and to yield the unquantized
measurement model with a good accuracy, we set:

τ (0) = δ.

(4.17)

• The interpretation of σ raising from (4.9) motivates us to initialize σ (0) =
(0)

c max{|xi |}, with c > 1. To guarantee warm-starting from x(0) , the value
of c is set based on the approximation error |Fλ(0) ,σ(0) ,τ (0) (x(0) ) − Fλ(0) (x(0) )|,
computed along a grid of values for c, until reaching its minimum.
• To address the difficulty in computing the Lipschitz constant of the smooth
function Qτ , the backtracking line search involved in the non-convex PS method,
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to ensure the sufficient descent property, is initialized by

µ = 0.99/(2λmax (ΦT Φ)).

(4.18)

This value provides an upper estimate of the step-size µ computed based on
the lowest smoothness degree of the function Qτ , corresponding to the extreme
case when τ → 0.
4.3.3.2

Update Rules

Proper decrease rules for σ and τ are crucial for the efficiency of the GNC-based
approach. Indeed, to guarantee a successful warm-starting, the solution of each subproblem should appear in the attraction valley of that of the next subproblem. Fixing
the decrease rules may lead to getting trapped in a bad valley. Arbitrary small decrease steps could prevent this problem but incur a high computational load.
• Based on the previous interpretation of σ, we propose the following adaptive
update rule for σ, to check whether the most significant potentially false nonzero
is a true nonzero, while preventing arbitrary large or small decrease factors:
(k)

σ (k) = max{0.5σ (k−1) , min{0.99σ (k−1) , max{|xi |, i ∈ I (k) }}}.

(4.19)

• Since an adaptive rule is adopted for σ, we simply consider a fixed update rule
for τ , which ensures a gradual smoothness decrease for Qτ , by setting:
τ (k+1) = 0.8τ (k) .

(4.20)

• As far as λ is concerned, we consider the first-order optimality condition for subproblem (4.12), namely, 0 ∈ λ∂Fσ (x)+G(x), where G(x) = 2ΦT JQτ (Φx)(Φx−
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y), with J and ∂ denoting the Jacobian and the subdifferential operators, respectively, and ∂fσ (x) = [− σ1 , σ1 ], for x = 0. Then, a necessary condition for the
(k)

optimality of λ is to ensure that λ ≥ σ|[G(x(k) )]J (k) |, where J (k) = {i, xi

= 0}.

Furthermore, the homogeneity of λkxk0 + kQ(Φx) − yk22 suggests to scale λ
with δ 2 when approaching the target problem. This motivates the update rule

λ(k) = max{δ 2 , σ (k) max |(G(x(k) ))i |}.

(4.21)

i∈J (k)

4.3.3.3

Acceptance Criterion

A high accuracy in solving intermediate subproblems is not needed. However, a fair
acceptance criterion is crucial to generate a good intermediate solution that enables
warm-starting after few PS iterations on average. The increasing sparsity-promoting
strength induced by the decrease of σ suggests that the cardinality of I¯(j) = {i , 0 <
(j)

|ui | < σ (k) } would globally decrease throughout the iterations. We propose an
intuitive stopping criterion that yields a fair solution characterized by the stability
of the locations of its potential zeros, as well as the quantized measurements that it
would generate, i.e. when

I¯(j) = I¯(j−1)

4.3.3.4

& Q(Au(j) ) = Q(Au(j−1) ).

(4.22)

Termination Criterion

A natural termination criterion is to stop the algorithm when the relative change
between successive iterates falls below a given threshold

kx(k) −x(k−1) k2
kx(k−1) k2

< 10−6 .
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Simulation Results

In this section, we illustrate the performances of the doubly-relaxed GNC scheme.
We adopt the same simulation set-up as in Section 4.2.5.
In the first experiment, we fix b = 4. We set g = 0.085 and demonstrate the
b, as well as the number of the reconevolution of nonzeros in the estimated signal x

structed measurements violating QC, during one reconstruction trial, in Figure 4.6.
b as well as its QC improve over iterations, until reaching
As expected, the sparsity of x
180

x
bi 6= 0
ybi 6= yi
|b
xi | > σ
Outer Loop
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Figure 4.6: A reconstruction trial, b = 4, g = 0.085.
exact sparsity and exact QC, as dictated by the continuation over parameters σ and
τ controlling respectively, the sparsity-inducing and the QC properties.
In the second experiment, we vary the saturation rate and report in Figure 4.7,
the RSNR, averaged over 100 trials, of the proposed continuation-based relaxation
method as well as the standard `1 -LS solved using ISTA to provide the initial guess
for the proposed method. First, this figure highlights the substantial reconstruction
accuracy improvement from the solution of the convex `1 -LS problem to that of
the highly non-convex `0 -QC target problem. Second, the existence of an optimal
quantizer operating range in terms of the saturation rate, is put into evidence.
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Figure 4.7: Evolution of the RSNR, with the saturation threshold g, and for b = 4.
In the third experiment, we vary the quantizer bit-depth b in the range [2, 8], and
report the reconstruction performances, averaged over 500 trials, at the optimal saturation rate for each bit-depth. Precisely, Figure 4.8 shows the RSNR and the exact
support recovery rate, respectively, for the doubly-relaxed GNC scheme as well as the
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Figure 4.8: Comparaison in terms of RSNR and exact support recovery rate.
The doubly-relaxed GNC scheme provides around 5dB RSNR gain, compared to its
counterpart involving a single relaxation parameter (σ), and maintains the same per-
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formances in terms of support recovery rate. Indeed, while enforcing QC at each
iteration via a projection step favors a final solution with its unquantized measurements Φb
x at the bounds of the QC constraint, the generalized approach pushes Φx(k)
to the centroids of the associated quantization regions.
These results are obtained on the bases of an optimal choice of the initialization scale
parameter σ (0) , as explained in Section 4.3.3.1. In this experiment, we have considered
a grid of interval 0.1 for the the initialization value c involved in the definition of σ (0) .
The boxplot diagram in Figure 4.9 shows the distribution of c.
3.5

3

c

2.5

2

1.5

2

3

4

5
b

6

7

8

(0)

Figure 4.9: Initialization parameter c, where σ (0) = c max{|xi |}, for b = 2-8; Boxes
central marks represent median values with 25/75% quartiles, the whiskers indicate
the complete range of values, and outliers are marked with +.
.
As far as the iteration count is concerned, the average GNC outer iteration number
varies approximately from 26 to 23 as b increases. The average PS inner iteration
number varies from 6 to 17.
Furthermore, except rare pathological cases (maximum 3 among 500 trials at each
bit-depth), the final solution satisfies exact QC.
b, the stacked
In order to better investigate the nature of the support of the solution x
b and
histograms of Figure 4.10 show the distribution of the estimated sparsity level K
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compares the estimated support Sb to the true support S, at each bit depth.
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Figure 4.10: Best support recovery performances for varying bit-depth, K = 10,
M = 250, N = 500.
Exact sparsity level estimation is likely with an increasing probability with the bit
depth and becomes quasi certain when b ≥ 8. As the number of measurements is
limited ( M
= 50%), the original signal may not be the sparsest signal that could
N
have produced the observed quantized measurements, which justifies solutions with
sparsity levels 9 and 8. Higher estimated sparsity levels come back to the solution path
getting trapped in a local (but still significant) solution due to suboptimal algorithm
parametrization. From Figure 4.10.(a) and Figure 4.10.(b), we can conclude that a
b < K is likely to have Sb ⊂ S, that an exact estimation of
solution of sparsity level K

b > K it
K does not necessarily imply a correct support estimation and that when K
is more likely to have Sb ⊃ S.

4.4

Conclusion

We have proposed an efficient approach to estimate a sparse signal from scalar QCS
measurements, by considering sparsest consistent solutions. We have successfully im-
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plemented the GNC methodology to address the underlying non-smooth non-convex
optimization problems, involving a single or multiple modeling parameters, adjusted
iteratively to provide coarse-to-fine levels of reconstruction accuracy, in terms of sparsity. We have also shown that imposing QC gradually, is better than enforcing QC
on each intermediate solution. The merit of the proposed methodology is two-fold
and has been demonstrated by numerical simulations. First, a higher robustness with
respect to saturation yields a substantial gain, in terms of reconstruction accuracy.
Second, eventhough exact recovery is not possible because of the lossy nature of the
quantization step, the proposed methods ensure a high probability of exact support
recovery.

Chapter 5

Exploiting Sparsity for Spectrum Sensing in
Cognitive Radio Networks

In this chapter, we address the problem of SS in CR networks by considering the
inherent sparsity of the narrowband primary signal in the spatial domain and the
cyclic frequency domain. In the first section, PU detection is based on the Directionof-Arrival (DoA) information. We capitalize on the sparsity of the aggregate primary
signal in the angular domain. The decision about the occupancy of the band of
interest is based on the estimated angular sparsity order of the received signal. At
the SU side, receiving the signal by an antenna array over multiple snapshots, allows
to collect MMVs and to perform a joint sparse recovery. In the second section,
we capitalize on the sparsity of the cyclostationarity feature. Precisely, the cyclic
autocorrelation function (CAF) of digitally modulated signals is sparse in the cyclic
frequency domain. We also apply the MMV setting by considering different lags for
the estimated CAF.

5.1

Spectrum Sensing Using Angular Sparsity

The presence of multiple PUs, lead to significant performance degradation of many SS
techniques tailored for the detection of only one PU signal. In practical situations, the
number of PUs, say K is limited. Then, it is reasonable to affirm that the aggregate
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primary signal does have a sparse representation in the angular domain [106], [107].
For the purpose of SS, we investigate the potential of using sparse decomposition of
the received signal over the dictionary of steering vectors evaluated over a discrete
set of potential angles of cardinality N  K.

5.1.1

System Model and Problem Statement

In this section, we present the system model adopted in our study and show how the
PU detection problem is casted to a sparse recovery problem.

5.1.1.1

System Model

The system model, as illustrated in Figure 5.1, consists of K far-field PUs and only
one SU equipped with a uniformly-spaced linear array of M omnidirectional antenna
elements. The narrowband PU transmit signals are impinging on the SU antenna
π π
array from different and fixed angles of arrival {θk }K
k=1 , where θk ∈ [− 2 , 2 ].

PU1
PU2
θ1
d

…

…

θ2
SU

Y

Sparse
Estimation

θ

Detection

H0 /H1

θK
PUK

Figure 5.1: System model.
The lth observation at the SU can be expressed in a vector form as:

y(l) = A(θ)s(l) + b(l),

l = 1, . . . , L

(5.1)

5.1. Spectrum Sensing Using Angular Sparsity

91

where y ∈ CM , θ = [θ1 , . . . , θK ]T is a parameter vector corresponding to the unknown
angles of arrival, A(θ) = [a(θ1 ), . . . , a(θK )]T ∈ CM ×K is the array manifold matrix
whose columns are the so-called steering vectors. The steering vector corresponding
to the k th PU source from the angle θk is a(θk ) = [1, νk , νk2 , . . . , νkM −1 ]T where νk =
e−j

2πf
υ

d sin(θk ) 2πf
, υ d sin(θk )

is the phase shift across neighboring antennas resulting from

signal propagating over an extra distance, d is the inter-antenna spacing, f is the PU
signal center frequency and υ is the speed of light. The vector of PU source signals
s ∈ CK is assumed to be circularly symmetric complex Gaussian s ∼ CN (0, ΣK )

K
where ΣK is a diagonal matrix with diagonal entries σs2k k=1 representing the PU
signal powers. Finally, b ∈ CM is the uncorrelated noise vector assumed to be

circularly symmetric complex Gaussian b ∼ CN (0, σb2 IM ), where σb2 is the noise
variance.

5.1.1.2

Problem Formulation

Given L snapshots, the signal model in (5.1) could be casted to a noisy MMV sparse
signal representation over an overcomplete dictionary:

Y = AS + B,

(5.2)

where Y, B ∈ CM ×L are the observation and noise matrices, A = [a(θe1 ), . . . , a(θeN )]T ∈
CM ×N defines an overcomplete dictionary of steering vectors evaluated over a dense

e of length N  K, and S ∈ CN ×L is a K-row-sparse matrix
grid of angles of arrival θ
defined such as:

snl =



 sk (l) if ∃ k | θen = θk ,

 0

otherwise.

(5.3)
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For the purpose of SS, the detection problem can be expressed as a binary hypothesis
testing:
H0 : Y = B.

(5.4)

H1 : Y = AS + B.
Consider the vector σ = [σs21 , . . . , σs2K ]T ∈ RK
+ of PU signal powers and the K-sparse
vector γ ∈ RN
+ defined as:


 σ 2 if ∃ k | θen = θk ,
sk
γn =

 0
otherwise.

(5.5)

The vector γ represents the deterministic and unknown parameter vector controlling
the power of each row of S. As the sparsity profile of γ dictates that of S, the SS
problem is reformulated as follows:
H0 : γ = 0.

(5.6)

H1 : γ 6= 0 and sparse.

5.1.2

Angular Sparsity Order Based Multiple Antenna CSS

For the purpose of SS, we propose to recover the K-sparse vector γ of signal powers
over the N  K potential angles of arrival. Therefore, we make use of a joint sparse
recovery method to recover the row-sparse matrix S, and the corresponding sparse
signal power vector. A good candidate algorithm is the regularized multiple snapshot
extension of the sparse recovery method FOCUSS, namely Reg M-FOCUSS [61].
Actually, an exact reconstruction of the transmitted PU signals is not required and
we need only to recover the sparsity order K reflecting the PU presence, by a coarse
estimation of the power vector γ.
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Sparse Estimation Stage

The joint sparse recovery of the row-sparse matrix S is based on Reg M-FOCUSS
algorithm [61] which is an extension of the the generalized FOCUSS method in the
noisy MMV framework. The algorithm is shown to converge to a local solution of the
non convex problem:
min kY − ASk2F + λJ (p) (S),

(5.7)

S

where the regularization term J (p) (S) is the row-sparsity-inducing diversity measure:

J (p) (S) =

N
X
n=1

(ksn,• k2 )p ,

(5.8)

p ∈ [0, 1] is a parameter controlling the compromise between speed of convergence
and quality of the generated sparse solution, and λ is the regularization parameter
balancing the tradeoff between estimation quality and row sparsity.
FOCUSS algorithms can be derived via the method of Lagrange multipliers, where
the relaxation of the necessary optimality condition, via the factored gradient approach [106], leads to a sequence of weighted least-squares problems, for which the
solutions are available in closed form. More precisely, Reg M-FOCUSS iterates over
the following steps:

W(j) = diag (c(j−1) )1−p/2 ,
Q(j)

(j−1)

= ksn,• k2 , p ∈ [0, 1]

= argminQ kA(j) Q − Yk2F + λkYk2F
= A(j)H (A(j) A(j)H + λI)−1 Y,

S(j)

(j−1)

where cn

where A(j) = AW(j)

= W(j) Q(j)
(5.9)

We set the `p -norm parameter p = 0.8 as suggested in [62] to ensure a good
empirical compromise between complexity and optimality of solution.
Upon convergence, the received power from the different scanned DoA is estimated
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n=1

94

kbsn,• k22

Sparse Detection Stage

The detection stage is based on the sparsity order estimation K̂ of the joint sparse
b of the K-sparse source powers vector γ. Given the problem formulation
estimation γ

in (5.6), we adopt this simple decision rule: if K̂ = 0, then hypothesis H0 is adopted,
otherwise the SU decides that K̂ PU signals from {θenk }K̂
γ ) are
k=1 such as nk ∈ supp(b

present and hypothesis H1 is claimed.
5.1.2.3

Tunning the Parameter λ

Practically, under hypothesis H0 , the sparse estimation stage will potentially lead
to K̂ > 0 resulting in a false alarm. At the same time, setting a threshold on the
sparsity order is not feasible, since any desired Pf a will not be attainable. Tuning
the regularization parameter λ, allows to fix the false alarm probability to a desired
target value.

5.1.3

Simulation Results

In this section, the performance of the proposed DoA-based SS method is evaluated
and compared to the reference MME method [88] under the CFAR principle. We
recall that the MME detector compute the sample covariance matrix R = L1 (YY)H ,
and compare its maximum to minimum eigenvalue ratio to a threshold, i.e.,

λmax
λmin

R ξ.

We make use of the Matlab code provided by the authors online1 to implement
the Reg M-FOCUSS method. The decision threshold ξ for the MME method and
the regularization parameter λ for the proposed method are fixed to ensure CFAR.
For this purpose, the values are set empirically on the bases of 104 trials of a Monte
1

https://sites.google.com/site/researchbyzhang/software
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Carlo simulation, where no primary signal is present and that only a random noise
is measured. As no prior knowledge is available on the true DoA, the weighting
vector c(j) is initialized using the N -dimensional unit vector. The Signal-to-Noise
P
2
2
Ratio is defined as SNR = ( K
k=1 σsk )/σb . The measurement matrix A is built using
e of N = 201 potential angles within the range
an inverse uniform sinusoidal grid θ

[− π2 , π2 ]. Obviously, in the case of grid mismatch, i.e., a primary signal is incident from

e its power contribution leaks into the closest angles within the grid. We take
θk 6∈ θ,
the distance d half the signal wavelangth f /υ. For all the simulations, 3 scenarios
with different number of PUs with the same transmit power, are considered:
• Scenario 1: K = 1, θ = [20◦ ].
• Scenario 2: K = 2, θ = [10◦ , 50◦ ].
• Scenario 3 : K = 4, θ = [−30◦ , 10◦ , 50◦ , 80◦ ].
In all figures, solid curves correspond to our proposed method and dashed ones
correspond to the MME method, while circle, diamond and triangle markers correspond to scenario 1, 2 and 3, respectively.
Except for Figure 5.4, where the number of snapshots is varying, the performance
analysis demonstrated by all of Figures 5.2, 5.3 and 5.5, is conducted given very
limited data corresponding to L = 10 snapshots.
In Figure 5.2, we illustrate the performance of our proposed detector in terms of
ROC curves, for M = 4 and SNR = −5dB. Our proposed method provides significant
gain compared to the MME method, especially when the number of PU increases, in
which case the MME detector totally fails.
Robustness against noise is compared in Figure 5.3, where the miss detection
probability is provided as a function of SNR, at Pf a = 0.1 given a small observation
time corresponding to the limited number of snapshots L = 10, and M = 4 antennas.
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Figure 5.2: ROC curves for M = 4, L = 10, SNR = −5dB and K = 1, 2, 4.
Our proposed method outperformes the MME detector. For instance, the SNR wall
defined as the minimum SNR below which PU detection is not reliable (Pmd > 0.1),
is 6dB pushed back for Scenario 2.
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Figure 5.3: Pmd as a function of SNR for M = 4, L = 10, Pf a = 0.1 and K = 1, 2, 4.
The effect of varying the number of snapshots, on the miss detection probability
Pmd is shown in Figure 5.4, where M = 4, SNR = −5dB and Pf a = 0.1. When the
number of PU increases, the reliability of our method is maintained with a growing
number of snapshots, while increasing the observation time becomes almost useless
for the MME detector.
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Figure 5.4: Pmd as a function of L for M = 4, SNR = −5dB, Pf a = 0.1 and K = 1, 2, 4.
Figure 5.5. compares the miss detection probability of the two methods for different number of SU receiver antennas M , at SNR = −5dB and Pf a = 0.1. Given the
very limited number of snapshots, the MME performance is no longer enhanced by
an increasing number of antenna. On the contrary, our proposed method performs
better for each additional element in the SU antenna array. Indeed, when the number of sensors and the number of snapshots get closer together, the covariance matrix
estimation involved within the MME detector becomes unreliable. On the contrary,
the sparse estimation reliability is maintained by using Reg M-FOCUSS even when
the number of snapshots is smaller then the number of sensors [62].

5.2

Spectrum Sensing Using Cyclic Autocorrelation Sparsity

Cyclostationarity has been commonly considered for SS for its robustness to noise
uncertainty. In this section, we build upon the sparsity of the inherent cyclostationarity of the primary signal to estimate the cyclic frequency associated to its most
significant cyclic feature. This leads to a simple autocorrelation test that could be
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Figure 5.5: Pmd as a function of M for L = 10, SNR = −5dB, Pf a = 0.1 and
K = 1, 2, 4.
used to distinguish the primary signal supposed to be correlated and noise assumed to
be white. The proposed test, based on the position of the dominant peak of the cyclic
autocorrelation function rather than its amplitude, provides a simple and reliable SS
approach that overcome the noise uncertainty problem encountered by ED.

5.2.1

Second-Order Cyclostationarity

Stationarity is a common assumption for many signal processing applications, where
the statistical properties of a stochastic process are supposed to be time-invariant.
However, modulated signals are more appropriately modeled as cyclostationnary random processes whose statistical properties vary periodically with time. For instance,
second order cyclostationarity reflects the periodicity of the autocorrelation function
(AF) as a function of the time variable t, for each time lag τ :

rx (t, τ ) = E[x(t)x(t − τ )].

(5.10)
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By virtue of its periodicity, the AF admits a Fourier series expansion:

rx (t, τ ) =

X

rx (α, τ )ei2παt ,

(5.11)

α

where the sum is over integer multiples of the fundamental cyclic frequency

1
,
T0

where

T0 is the hidden period related to the underlying phenomenon that exhibits periodic
time variation. A more general definition of the CAF for almost cyclostationary
signals, involves multiple fundamental cyclic frequencies arising from more than one
source of hidden periodicities with incommensurate periods.
Then, cyclostationarity analysis results into a two-dimensional AF, namely the
cyclic autocorrelation function (CAF) which is no other than the Fourier coefficients
of the classical AF:
1
rx (α, τ ) = lim
T →∞ T

Z

T /2

rx (t, τ )e−i2παt dt.

(5.12)

−T /2

Assuming the time-series x(t) is arising from a cycloergodic process, then the CAF
can be obtained as:
1
rx (α, τ ) = lim
T →∞ T

Z

T /2

−T /2

x(t)x(t − τ )e−i2παt dt.

(5.13)

Note that for a real signal, the CAF is symmetric with respect to the α-axis. Besides,
at the cycle frequency α = 0, the CAF becomes the conventional AF, i.e., rx (0, τ ) =
rx (τ ).
By analogy to the Wiener Theorem, the Fourier transform of the CAF gives rise
to the cyclic spectral density function:

sx (α, f ) = F{rx (α, τ )} =

Z

∞

−∞

rx (α, τ )e−i2πf dτ.

(5.14)
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For α = 0, it reduces to the conventional power spectral density function. For α 6= 0,
Sx (α, f ) reflects the density of correlation between spectral components separated by
α. Specifically, it can be shown that:
1
sx (α, f ) = lim lim
Z→∞ T →∞ ZT
where XZ (t, f ) =

R t+Z/2
t−Z/2

Z

T /2

−T /2

XZ (t, f )XZ (t, f − α)dt,

(5.15)

x(u)e−i2πf u du, is the complex envelope of the narrow-band-

pass component of x(t) with center frequency f , and bandwidth 1/Z. Therefore,
Sx (α, f ) is also called the spectral correlation function (SCF).
5.2.1.1

Sparsity of the Cyclic Autocorrelation Function (CAF)

Cyclic features are revealed by peaks of the CAF at non-zero cyclic frequencies. The
set of cyclic frequencies (also called cycle spectrum) for a (almost) cyclostationary
signal, is a countable set. Then, a nice property is that cyclic features are discretely
distributed in the cycle spectrum. In other terms, the CAF admits a sparse representation in the cyclic frequency domain for both the stationary and the cyclostationary
cases. To illustrate this fact, we consider the case of a linearly modulated signal with
symbol length T0 :
x(t) =

+∞
X

n=−∞

s(nT0 )g(t − nT0 − ),

(5.16)

where s is an i.i.d. symbol sequence, g(t) is the impulse-response function of a linear
time-invariant pulse-shaping filter,  is a temporal delay. When the symbol sequence
is purely stationary, the CAF can be derived analytically as [108]:

rx (α, τ ) =





σs2 −j2πα
e
T0


 0,

R∞

−∞

g(t)g(t − τ )e−j2παt dt, if α =

k
,k
T0

otherwise.

∈ Z∗

(5.17)
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Assuming a rectangular pulse shaping filter, the CAF for |τ | ≤ T0 boils into:


 σ 2 T0 −|τ | sinc(α(T0 − |τ |))e−j2πα , if α = k , k ∈ Z∗
s T0
T0
rx (α, τ ) =

 0,
otherwise.

(5.18)

Then the magnitude of the CAF is maximum for α = ± T10 , and τ = ± T20 . This is
illustrated in Figure 5.6.
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Figure 5.6: Magnitude of the CAF for a rectangular pulse shaped linearly modulated
signal.

5.2.1.2

Sparsity-Aware Estimation of The CAF

One important limitation for the use of cyclic-feature detection for the purpose of
SS is the typical long observation time required for reliable estimation of the CAF
and the SCF. Indeed, eventhough the background noise does not contribute in the
cyclic features of the signal of interest, the estimation noise due to the use of a finite
number of samples in the computation of the CAF and SCF, is important but vanishes
with an increasing number of collected samples. In applications like SS, one should
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meet strict requirement on the detection time. Particularly, the SU should decide
whether a band of interest is free, based on a limited number of observations. One
way to overcome this problem, is to capitalize on the sparsity of the CAF for reliable
estimation from few linear measurements. To this end, we operate on a discrete-time
signal with sampling frequency Fs , and consider that τ is a multiple of the sampling
period Ts , i.e., τ = νTs and that α spans a uniform cyclic frequency range with
frequency resolution

Fs
,
N

i.e., α =

aFs
,
N

with a = 0, . . . , N − 1. Then, by taking the

following consistent estimator of the CAF [82]:

rbaν

N −1
a
1 X
= rbx (α, τ ) =
x[n]x[n − ν]e−i2π N n ,
N n=0

(5.19)

ν
we can write the N -dimensional vector of the CAF b
rν = [b
r0ν , . . . , rbN
−1 ], at the nor-

malized lag ν over the cyclic frequency range of width Fs , as a matrix-vector product:

b
rν =

1
ν
FN yN
,
N

(5.20)

ν
where, yN
= [y ν (0), y ν (1), . . . y ν (N − 1)], and y ν (n) = x[n]x[n − ν], and FN is the

discrete Fourier transform matrix of size N .

5.2.2

Proposed Low-Complexity Limited-Data CAF-based Detector

5.2.2.1

Practical Considerations for the Use of Standards CD

Given that noise exhibits no inherent periodic behavior, cyclic feature detection overcomes the noise uncertainty problem encountered by ED, but incurs a much higher
complexity. Indeed, cyclic feature detection relies on the computation of a twodimensional cyclic function (CAF or SCF). Indeed, since the fundamental cyclic fre-
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quency may not be available at the SU receiver side, multiple cyclic frequencies and
multiple lags are commonly considered in the detection process. In addition, a long
observation time is generally required to increase the resolution in the cycle frequency
domain.
Furthermore, in practical systems, a square-root raised-cosine (SRRC) pulse function is commonly used instead of rectangular pulse shaping, to band-limit the signal
in frequency. But the roll-off parameter ρ of a SRRC pulse (lying on the interval
[0, 1] and controlling the bandwidth of the pulse) not only affect the power spectrum
but also the cyclic features of the signal. More precisely, the level of cyclostationarity
decreases with ρ, and the signal becomes wide-sense stationary when ρ = 0. The level
of cyclostationarity reflects the size and the relative magnitude of the cyclic feature
at non-zero cyclic frequencies. Indeed, the pulse shaping filter completely eliminates
the harmonics of the fundamental cyclic frequency induced by the symbol rate, and
also tends to attenuate the fundamental cyclic frequency, so as the signal does not
exhibit any significant amount of spectral correlation.

5.2.2.2

Proposed Test of Autocorrelation

To overcome the two inconveniences, we propose the following sparsity aware SS
method that keeps the computational simplicity of ED, without suffering from the
noise uncertainty problem.
First, a reliable estimation of the CAF using a limited number of samples, say m,
and with a high normalized frequency resolution

1
,
N

where N > m, is possible thanks

to its sparsity nature. Precisely, we have:

ν
yN
= N F−1
rν ,
N b

(5.21)

ν
and by considering the first m components of the lag product vector yN
, obtained
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from the m observed samples, we have:

ν
= N Sm,N F−1
rν ,
ym
N b

(5.22)

where Sm,N is the row selection matrix that keeps the first m rows of the Identity
matrix of size N . By virtue of its sparsity, the estimation of the CAF could be casted
to the following sparse representation problem:

b
rν = argmin krk0
r

ν
s.t. ym
= N Sm,N F−1
N r.

(5.23)

Rather than evaluating the CAF at every cycle frequency of the range of interest
(for example via `1 -minimization), and to avoid the potentially biased task of correct
identification of the peaks, given the limited number of samples, and the potential
dictionary mismatch problem, we resort to the following strategy:
• we consider problem 5.23 with multiple lags, and we notice that the estimated
vectors b
rν are jointly sparse. and resort

• we make use of a greedy algorithm for sparse recovery of the CAF;
• we only consider the most significant peak of the CAF obtained by an MMV
extension of a greedy method.
Then, for a linearly modulated signal, this significant peak would be a central
peak with respect to α. However, for the stationary white noise, the signal does not
exhibit any correlation (except for ν = 0, and α = 0), and the dominant peak of the
estimated CAF would be asymptotically located anywhere in the α-range. Of course,
due to the limited number of samples, a small amount of correlation in the case of H0
could be measured, which reflects a false alarm. For simplicity, we adopt the SOMP
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algorithm and run it for a single iteration in order to only acquire the dominant peak
of the CAF.
Finally, the proposed test of presence of autocorrelation does not rely on the
magnitude of the estimated correlation, but rather on the position of the dominant
peak of the CAF with respect to the considered cyclic frequency range. Indeed, as
it could be inspired by the previous chapters, the estimation of the support of a
perturbed sparse signal is generally more robust than the estimation of the signal
itself over this support.

5.2.3

Simulation Results

In this section, we compare the performance of the proposed SS method to ED, with
an emphasis on its high robustness towards noise uncertainty, even in the case of a
short observation time. We consider a BPSK signal with a symbol rate F0 = 1024Hz,
a sampling frequency Fs = 8F0 , and raised-cosine emission filter of roll-off factor
ρ = 0.5. We make use of m = 160 samples to identify the dominant peak of the CAF
supposed sparse in the cyclic frequency domain of size N = 512.
The MMV setting is obtained on the basis of the lag vector ν = [1, 2, 3, 4], and we
evaluate the performances when 1, 2, and 4 lags from ν are considered in the joint
sparse recovery. The different settings are labeled in Figure 5.7 as 1-OMP, 2-SOMP,
and 4-SOMP, respectively.
The decision thresholds are set empirically in order to achieve a Pf a = 10%. While
the threshold of the proposed method is insensitive to the noise variance, ED requires
this knowledge for a proper setting of its threshold. Indeed, under-estimation of the
noise variance results in an increased false alarm rate, and vice-versa. In practical
situation, the estimation of the noise variance is prone to uncertainty in the range
σ 2 , βb
σ 2 ], where β = 10(κ/10) . The
±κdB and the actual noise variance σ 2 ∈ [( β1 )b
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worst cases of false alarm and of detection occurs when σ
b2 = βσ 2 and σ
b2 = ( β1 )σ 2 ,

respectively.

In Figure 5.7, we evaluate the detection performances of the considered detectors
under the variation of the SNR.
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Figure 5.7: Performance comparaison for M = 160, N = 512 and different number of
lags.

ED is simulated under perfect knowledge of noise variance and under a noise
uncertainty of 1dB. When noise uncertainty is considered, the decision threshold is
evaluated at the worst case Pf a setting and the detection performance are evaluated
at the worst case Pd setting, as explained above.
As it can be concluded, from Figure 5.7, the great sensitivity of ED to noise
uncertainty, makes it impractical for use especially at low SNR regimes. However, the
proposed method provide almost the same performance as ED with perfect knowledge
of noise variance, while still enabling low-complexity.

5.3. Conclusion
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Conclusion

In this chapter, we have investigated the great potential of a sparsity-aware approach
for SS. We have shown that the spatial angular domain and the cyclic frequency domain provide adequate domains for sparse representation of the PU signal. Therefore,
a limited observation window was essentially sufficient to decide on the presence of
the primary signal.

Chapter 6

Conclusions and Future Research

In the first part of this thesis, we have developed novel techniques for sparse recovery
from scalar QCS measurements. We have proposed two approaches to handle the
saturation issue related to the finite range nature of the quantizer. The first one extend standard `1 -minimization and greedy methods, and the saturation errors and the
sparse signal are jointly estimated. The joint estimation approach allowed to blindly
resolve the ambiguity in identifying effectively and artificially saturated measurements. Indeed, the proposed approach provided the same reconstruction accuracy as
the optimal recovery approach consisting in rejecting only effectively saturated measurements, considered as outliers, and identified by an oracle. The second approach is
more sophisticated, invoked advanced optimization-techniques, and required a great
care for effective implementation. Indeed, to balance the reconstruction accuracy loss
due to quantization, the ultimate strategy was to sacrifice the convexity of the problem at hand for the benefit of a more faithful sparsity-inducing prior. Even further,
we implemented the GNC methodology to guide the estimate to its maximally sparse
level. In addition to the substantial gain in the reconstruction accuracy, extensive
simulations allowed us to analyse the quality of the estimated support for different
quantizer precisions in terms of bit-depth. The results were in agreement with the
claim that despite the infinite number of solutions, support uniqueness is a reasonable
expectation for medium undersampling ratio and quantizer precision.
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In the second part of the thesis, we investigated the potential of sparse approximation to develop blind detection techniques for application in SS. We showed that
the sparsity assumption not only avoids to resort to other features of the primary
signal, which could be not available at the cognitive node side, but also relax the
requirement on the number of samples needed for reliable detection. Specifically, by
considering that the primary signal exhibits sparsity in the angular domain and that
its second-order cyclic features exhibit sparsity in the cyclic frequency domain, and
by properly modeling the sparsifying basis, we resort to a properly chosen decision
metric involving a sparse approximation step. The simulation results, using a limited
number of samples, confirmed the claim that the sparsity-aware approach provides a
better detection capability in the presence of a limited number of measurements.
Although the results presented in this thesis have demonstrated the effectiveness of the proposed sparsity-aware methods, several research opportunities could
be suggested. As far as QCS is concerned, the generalization of the noise model
to explicitly take into account the measurement noise that corrupts the signal prior
to quantization, and the signal noise (interference) that affects the signal prior to
measurement, remains an open problem. The investigation or the design of other
multi-scale sparsity-inducing priors with a simple-to-compute and continuous proximal operator is also an interesting research topic. Another research direction is to
address mathematically difficult issues related to the theoretical performance analysis of the proposed GNC-based reconstruction approach. Particularly, a theoretical
convergence analysis that confirms the results observed in the numerical simulations,
could be derived. Besides, a theoretical study of the conditions that guarantee support uniqueness would be of great interest.
As far as the SS application is concerned, the deviation from the sparsity model,
due for example to sensitivity to basis mismatch, potentially compromises the detec-
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tion performances, and should be taken into account. A theoretical study to derive
the analytical expression of the detection threshold based on the distribution of the
test statistic under the null hypothesis also remains an open question.
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Sparsity-Based Techniques for Signal Processing Applications

T

his thesis aims to develop novel sparsity-aware approaches and practical algorithms
in the context of two signal processing applications, where minimizing the sensing requirements is crucial. The first application is quantized compressed sensing, for which
we propose two sparse reconstruction approaches, where distortion of the underdetermined linear measurements, introduced by the quantization step, is taken into
account. The first approach is an extension to standard convex-optimization based
and greedy based methods, where a two-component noise model is integrated to properly model the quantization and the saturation errors arising from scalar quantization.
The second approach is based on the graduated-non-convexity methodology, invokes
advanced optimization-techniques, requires a great care for effective algorithm implementation, and provides substantial performance gain. The second application is
concerned with spectrum sensing in cognitive radio networks. To decide whether a
primary user occupies a frequency of interest, we capitalize on the inherent sparsity
of the primary signal in different domains, which avoids the need for additional prior
knowledge that could not be available, and relax the sensing requirement in terms
of the number of observations. Moreover, we resort to the construction of multiple
measurement vectors that share a joint sparsity pattern to improve the detection
reliability. We propose a first approach that exploits the angular sparsity of the primary signal to estimate the energy received from different directions-of-arrival. The
second approach capitalizes on the sparsity of the second-order cyclic features of the
primary signal exhibiting a cyclostationary induced by its symbol period. It relies on
a simple autocorrelation test based on the position of the most significant peak of the
cyclic autocorrelation function computed via a standard greedy algorithm for sparse
recovery. The results presented in the thesis demonstrate the performance gain of the
proposed approaches with respect to state-of-the-art methods.

